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Abstract

This paper develops a tractable model for the computational and empirical analysis

of infinite-horizon oligopoly dynamics. It features aggregate uncertainty, sunk entry

costs, stochastic idiosyncratic technological progress, and irreversible exit. We develop

a fast algorithm for computing a symmetric Markov-perfect equilibrium that finds the

fixed points of a finite sequence of low-dimensional contraction mappings. If at most

two heterogenous firms serve the industry, the result is the unique symmetric “natural”

equilibrium in which a firm with high flow profit never exits leaving behind a low flow

profit competitor. We use this to demonstrate numerically that the welfare gains from

directly correcting potential duopolists’ suboptimal exercise of entry and exit options

can dwarf those from indirectly doing so by changing the market’s static competitive

conduct. The hundreds of equilibrium calculations this requires take only a few minutes

on an off-the-shelf laptop computer. When the market can support more than two

firms, our algorithm always finds a natural equilibrium. We present a simple rule for

checking ex post whether the calculated equilibrium is unique, and we also show that

the algorithm is fast enough for empirical work by simulating the estimation of the

model’s parameters with indirect inference.
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1 Introduction

Industry dynamics are simple when a producer’s exit weakly raises the equilibrium payoffs

of otherwise identical competitors that choose continuation. This paper proves that all

“natural” (in the sense of Cabral (1993)) symmetric Markov-perfect equilibria are simple for

an important special case of Ericson and Pakes’ (1995) model of dynamic oligopoly. This case

features aggregate uncertainty, sunk entry costs, and stochastic firm-specific technological

progress; but it limits the number of simultaneously active firms to two and excludes choices

with dynamic consequences other than entry and exit. Simplicity of equilibrium dynamics

facilitates a constructive equilibrium existence and uniqueness result that in turn leads to a

fast algorithm for equilibrium calculation. We show that many of the insights gained from the

duopoly case apply to markets that can accommodate three or more active firms, even though

the resulting industry dynamics might not be simple. In particular, the natural generalization

of our duopoly algorithm to the oligopoly case always calculates an equilibrium, and it is

unique if its industry dynamics are simple. Both algorithms are very fast, because their

central steps find the fixed points of low-dimensional contraction mappings. They can be

used to explore some key aspects of Ericson and Pakes’ model with very low computational

cost. This is often useful in itself, and can serve as a first stage of a richer analysis with a

more complex specification.

Existing methods for equilibrium computation iterate on a “Bellman-like” operator that

maps future payoffs into current payoffs. These iterations are notoriously slow, especially

with the high-dimensional state spaces that oligopoly applications require. Furthermore,

this operator, unlike Bellman operators for single-agent decision problems, need not be a

contraction and may not have a unique fixed point. This paper develops relatively rich

analytical results and effective computational methods for a comparatively simple model.

It shares this approach with Abbring and Campbell’s (2010) analysis of last-in first-out

oligopoly dynamics. They consider a dynamic extension of Bresnahan and Reiss’ (1990)

static entry model in which otherwise homogeneous firms move sequentially, oldest first; and

older firms never exit expecting to leave a younger firm behind. The present paper contributes

more directly to the analysis of Ericson and Pakes’ framework and its potential applications,

because it allows for idiosyncratic technological progress in a model with simultaneously

moving incumbents.

Our results leverage one key insight into the structure of payoffs in a symmetric Markov-

perfect equilibrium: The expected payoff from continuation equals the payoff from exit, zero,

whenever the equilibrium strategy places a positive probability on exit. This allows us to

calculate firms’ expected continuation values at some nodes of the game tree without knowing

everything about how the game will proceed thereafter. In the duopoly case, we can use these

1



initial calculations to recover uniquely all equilibrium payoffs and actions.

This technical insight carries over to the more general oligopoly case, but the resulting

industry dynamics might not be “simple” in the sense defined above. We show that if a nat-

ural symmetric Markov-perfect equilibrium exists and its industry dynamics are simple, then

it is the unique symmetric Markov-perfect equilibrium. In this case, the natural extension

of our duopoly algorithm always computes it. If no equilibrium has simple industry dynam-

ics, then this oligopoly algorithm still computes one equilibrium, but there can be others.

Without simple industry dynamics, it is possible for two or more firms to simultaneously exit

when their joint continuation is individually profitable. The oligopoly algorithm can be easily

adapted to find all equilibria in which firms always coordinate on joint continuation when

this has higher individual payoffs than joint exit. We call this desirable property “one-shot

renegotiation proofness.” There are multiple one-shot renegotiation proof equilibria whenever

multiple mixed strategies leave incumbents indifferent between exit and continuation.

The remainder of this paper proceeds as follows. The next section presents the general

oligopoly model’s primitives. It also discusses the equilibrium concept used, natural Markov-

perfect equilibrium. As in Cabral (1993), the restriction to “natural” equilibrium requires no

firm with high flow profits to exit leaving a lower-profitability rival in the market. Section 3

covers the special case of a market that can support at most two active firms. We illustrate

the results’ application with a numerical analysis of the effects of relaxing short-term price

competition on welfare-enhancing product development, earlier explored by Fershtman and

Pakes (2000). In the examples we consider, the welfare gains from correcting potential

duopolists’ suboptimal exercise of entry and exit options dwarf those from changing the

market’s static competitive conduct. The hundreds of equilibrium calculations this analysis

requires take only a few minutes of CPU time on an off-the-shelf laptop computer. Section

4 extends our analysis to the general oligopoly case and simulates the estimation of the

model’s parameters using indirect inference to show that the required calculations are very

fast. [Simulation of indirect inference to be completed.]

2 The Model

In Ericson and Pakes (1995), an integer number of firms with heterogeneous productivity

levels serve a single industry. Entry requires the payment of a sunk cost, and exit allows

firms to avoid per period fixed costs of production. Surviving incumbent firms choose invest-

ments that stochastically improve their technologies. Exogenous stochastic increases in the

knowledge stock outside the industry improve the quality of an outside good and thereby

decrease all incumbent firms’ profits simultaneously. These outside knowledge shocks are

embodied in potential entrants to the industry.
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Two main changes to Ericson and Pakes’ primitive assumptions facilitate our analysis.

First, we assume that each firm’s productivity progresses stochastically and exogenously,

instead of allowing firms to make costly investments that accelerate technological progress.

Second, we suppose that aggregate shocks affect the profits of both incumbent firms and

potential entrants. Under our assumptions, incumbents are never replaced by more profitable

entrants; Ericson and Pakes allow for such creative destruction.

2.1 Primitive Assumptions

The model consists of a single oligopolistic market in discrete time t ∈ Z? ≡ {0, 1, . . .}. A

countable number of firms potentially serve the market. These are indexed by f ∈ Z? × N.

Below we refer to f as the firm’s name. At a given time t, some of the firms are active, and the

others are inactive. Each active firm f has an idiosyncratic productivity type Kf
t that takes

values in K ≡ {1, . . . , ǩ}.1 Stack the numbers of active firms with each productivity level at

time t into the ǩ× 1 vector Nt, the market structure. Initially, no firms serve the market: N0

equals a vector of zeros. Subsequently; entry, stochastic productivity improvement, and exit

determine its evolution.

Figure 1 illustrates the sequence of events and actions within a period t. It begins with

the inherited values of two state variables, Nt and a scalar index of demand Ct ∈ [ĉ, č], with

č < ∞. With these in place, the active participants receive their profits from serving the

market. For a type Kf
t firm within the market structure Nt, these equal π(Nt, Ct, K

f
t ).

Our first assumption restricts the flow profit function π. For its formal statement, we use

ιk to denote a ǩ×1 vector with a one in its kth position and zeros elsewhere, and set ι0 equal

to a ǩ × 1 vector of zeros. With this convention n + ιk denotes a market structure with at

least one type k firm.

Assumption 1 (Monotone and Bounded Profits). For all productivity types k ∈ K, demand

states c ∈ [ĉ, č], and market structures n ∈ Zǩ?:

i. For all d ∈ (c, č], π(ιk + n, c, k) ≤ π (ιk + n, d, k);

ii. for all h ∈ K and l < h, π(ιl + n, c, l) ≤ π(ιh + n, c, h);

iii. for all l ∈ K and k ∈ K, π(ιk + n+ ιl, c, k) ≤ π (ιk + n+ ιl−1, c, k);

iv. for some π̌ <∞; |π(ιk + n, c, k)| ≤ π̌; and

v. for some κ(k) > 0, π(ιk + n, c, k)→ −κ(k) as the number of firms in n goes to infinity.

1Here, “productivity” reflects all variables that can influence a firm’s flow profit, even those that have

nothing to do with the physical production technology.
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Start with

(Ct, Nt)

Firm f earns

π(Nt, Ct, K
f
t ) if active

Entry

decision

(t, 1)

Entry

decision

(t, 2)

a = 1; Pay ϕ & enter a = 0; Pass & earn 0

a ∈ [0, 1]

Entry

decision

(t, Jt + 1)

Simultaneous

continuation

decisions

Nature chooses Kf
t+1 using

Π if firm f is active and

chooses Ct+1 ∼ Q(·|Ct).

Go to next period

with (Ct+1, Nt+1)

Figure 1: The Sequence of Events and Actions within a Period

Assumptions 1.i–iii require that a firm’s profits increase with demand and its own productivity

and decrease with the number and productivity of its competitors. Assumption 1.iv says

that a firm’s flow profits are bounded. Assumption 1.v states that a firm’s profits are strictly

negative if the number of its competitors is sufficiently large. If we think of a firm’s producer

surplus vanishing as the number of competitors explodes, then κ(k) represents a type k firm’s

per-period fixed cost.

After production, firms with names (t, 1), (t, 2), . . . make entry decisions sequentially in

the order of their names. These continue until a firm chooses to remain out of the industry.

We denote the number of entrants in period t with Jt, so the name of the first potential entrant

choosing to stay out of the market and thereby end the period’s entry stage is (t, Jt + 1).

The cost of entry is ϕ > 0. After paying this cost, the entrant immediately joins the set of
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active firms with productivity type 1.2 A firm with an entry opportunity cannot delay its

choice, so the payoff to staying out of the industry is zero. We intend the refreshing the set

of potential entrants each period to embody “free entry” in our game-theoretic framework,

which requires us to enumerate all of the players.

After the entry decisions, all active firms— including those that just entered the market—

decide simultaneously between survival and exit. Exit is irreversible but otherwise costless.

Firms’ entry and exit decisions maximize their expected profit streams discounted with β < 1.

In the period’s final stage, Ct and the firms’ productivity types evolve. The demand index

evolves exogenously according to a first-order Markov process. We denote the conditional

distribution of Ct+1 with Q (c Ct) ≡ Pr (Ct+1 ≤ c Ct), and the corresponding probability

density function with q(c Ct). Each firm’s idiosyncratic productivity type follows an inde-

pendent Markov chain with a common (ǩ × ǩ) transition matrix Π. Its typical element is

Πk,k′ ≡ Pr
(
Kf
t+1 = k′ Kf

t = k
)

. For purly technical reasons, we assume that a publicly-

observed uniformly distributed random variable ut+1 determines Kt+1 through

Kt+1 = min

{
k′|

k′∑
j=1

Πkt,j > ut+1

}

The realizations of ut+1 are independent across firms and over time for a given firm. Following

Ericson and Pakes (1995), we assume that the idiosyncratic productivity types never regress:

Assumption 2 (No Productivity Regress). Π is upper diagonal.

We further assume that Kf
t+1 (weakly) stochastically increases with Kf

t .

Assumption 3 (Monotone Productivity Dynamics). For all k′, k, l ∈ K such that k < l,

Pr
(
Kf
t+1 ≥ k′ Kf

t = k
)
≤ Pr

(
Kf
t+1 ≥ k′ Kf

t = l
)
.

This assumption gives high productivity firms no worse advancement opportunities than low

productivity firms have.

2.2 Markov-Perfect Equilibrium

A Markov-perfect equilibrium is a subgame-perfect equilibrium in strategies that are only

contingent on payoff-relevant variables. For a potential participant f = (t, j) contemplating

entry these are Ct and the market structure just after f ’s possible entry M f
t . The latter equals

period t’s initial market structure Nt augmented with j type 1 entrants: M f
t ≡ Nt + jι1.

2Since entrants’ productivity types evolve before their first period of production, we can use the distri-

bution of Kf
t+1 given Kf

t = 1 to distribute new firms’ types nontrivially. That is, the assumption that all

entrants have Kf
t = 1 is not overly restrictive.
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Denote the market structure after the period’s final entry with ME,t ≡ Nt + Jtι1. If firm f

is contemplating survival in period t, the payoff-relevant variables are this market structure,

the current demand index (Ct), and its productivity type (Kf
t ).

A Markov strategy for firm f is a pair (afE, a
f
S) of functions

afE :
{

(i1 +m, c) ;m ∈ Zǩ?, c ∈ [ĉ, č]
}
−→ [0, 1] and

afS :
{

(ik +m, c, k) ;m ∈ Zǩ?, c ∈ [ĉ, č], k ∈ K
}
−→ [0, 1].

This strategy’s entry rule afE assigns a probability of becoming active given an entry oppor-

tunity to each possible value of (M f
t , Ct). Similarly, its survival rule afS assigns a probability

of being active in the next period given that the firm is currently active to each possible

value of its payoff-relevant state (ME,t, Ct, K
f
t ). Since calendar time is not payoff-relevant,

we hereafter drop the t subscript from all variables. A symmetric equilibrium is an equilib-

rium in which all firms follow the same strategy (aE, aS). In the remainder of the paper, we

focus on symmetric equilibria and drop the superscript f from the firms’ common strategy.

Firms’ expected discounted profits in two of each period’s nodes are of particular interest,

the post-entry value and the post-survival value. The post-entry value vE(ME, C,K) equals

the expected discounted profits of a type K firm in a market with demand index C and

market structure ME just after all entry decisions have been sequentially realized. Since it

gives the payoffs to a potential producer from entering in each possible market structure

that could arise from other players subsequent entry decisions, it determines optimal entry

choices. The post-survival value vS(MS, C,K) equals the expected discounted profits of a

type K firm facing demand index C and market structure MS just after all survival decisions

have been realized. It gives the payoffs to a surviving firm in each possible market structure

following firms’ simultaneous continuation decisions, so it is central to the analysis of exit.

The value functions vE and vS satisfy

vE(mE, c, k) = aS(mE, c, k)E [vS(MS, c, k) ME = mE] , (1)

and

vS(mS, c, k) = βE [π(N ′, C ′, K ′) + vE(M ′
E, C

′, K ′) MS = mS, C = c,K = k] . (2)

Here and throughout, we denote the variable corresponding to X in the next period with X ′.

The conditional expectation in (1) is computed given that the firm of interest continues, and

embodies the use of aS by all other active firms. It accounts for firms’ possible use of mixed

strategies. The conditional expectation in (2) accounts for the use of aE by all potential

participants with entry opportunities in the next period as well as the exogenous evolutions

of C and the firms’ productivity types.3

3In an online appendix, we present the two distributions underlying the conditional expectations in (1)

and (2) in detail.
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For (aE, aS) to form a symmetric Markov-perfect equilibrium, it is necessary and sufficient

that no firm can gain from a one-shot deviation from it (Fudenberg and Tirole, 1991, Theorem

4.2):

aE(m, c) ∈ arg max
a∈[0,1]

a (E [vE (ME, c, 1) M = m]− ϕ) and (3)

aS(mE, c, k) ∈ arg max
a∈[0,1]

a E [vS(MS, c, k) ME = mE] . (4)

The conditional expectations in (3) and (4) equal those in (1) and (2).

Throughout the paper, we will focus on equilibria in which a high productivity firm never

exits when a low productivity competitor survives. Formally, we define a natural Markov-

perfect equilibrium as follows:

Definition 1. A natural Markov-perfect equilibrium is a symmetric Markov-perfect equilib-

rium in a strategy (aE, aS) such that for all k, l ∈ K, k < l; m ∈ Zǩ?; and c ∈ [ĉ, č];

aS(ιk + ιl +m, c, k) > 0 implies aS(ιk + ιl +m, c, l) = 1.

Cabral (1993) restricts attention to natural equilibria in a model with deterministic produc-

tivity progression.

Before proceeding to examine the set of natural Markov-perfect equilibria, consider one

uninteresting source of equilibrium multiplicity. With an equilibrium in hand, change one

player’s action at a particular node of the game. If this change gives the same payoff to the

player in question and all other players’ equilibrium actions at that node remain optimal,

then this change forms a second equilibrium. In a natural equilibrium, this situation can

arise when the payoff to entry equals zero and when the payoff to survival as the only firm

of a given type equals zero. To eliminate this difficulty, we require firms in such situations

to choose inactivity.

Definition 2. A Markov strategy (aE, aS) with corresponding payoffs vE and vS defaults to

inactivity if for all m ∈ Zǩ?, c ∈ [ĉ, č], and k ∈ K;

• vE(ι1 +m, c, 1) = ϕ implies aE(ι1 +m, c) = 0 and

• vS(m, c, k) = 0 and mk = 1 implies aS(m, c, k) = 0.

The remainder of the paper restricts attention to equilibria with strategies that default to

inactivity.4

4Note that we do not restrict the game’s strategy space to include only strategies that default to inactivity.
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Figure 2: Reduced-form Representation of the Duopoly Continuation Game

Survive Exit

Survive
vS(2, c)

vS(2, c)

vS(1, c)

0

Exit
0

vS(1, c)

0

0

Note: In each cell, the upper-left expression gives the row player’s payoff. Please see the text for further

details.

3 Duopoly

We begin the general model’s analysis with the duopoly case: At most two firms can be active

at once. Throughout this section, we represent duopoly market structures with ιk + ιl with

k, l ∈ K∪ {0}. We develop the duopoly model’s analysis in three stages. First, we construct

an equilibrium in the special case without heterogeneity, ǩ = 1. This displays the model’s

most important moving parts without undue complication. We then generalize this slightly

in Section ?? by adding a second productivity type and accordingly extending the procedure

for equilibrium calculation. Section 3.2 formalizes this procedure into an algorithm for an

arbitrary ǩ and shows that the calculated equilibrium is unique by first establishing that its

industry dynamics are simple. The analysis of the duopoly case concludes in Section 3.3 with

our illustratative application, a computational welfare analysis of an R & D race.

3.1 One Productivity Type

When firms have identical productivity types by assumption, the restriction to a natural

equilibrium merely requires symmetry of players’ strategies. Since the type distribution is

trivial, we write π(N,C, 1) as π(N,C) and make the analogous simplification for the value

functions throughout this example’s development.

For this example, we construct a symmetric Markov-perfect equilibrium in three steps.

Step 1: Calculation of vE(2, ·), vS(2, ·), and aE(2, ·). The equilibrium construction be-

gins with a characterization of the duopoly payoffs vE(2, ·) and vS(2, ·). In a Markov-perfect

equilibrium, the survival rule aS(2, c) forms a Nash equilibrium of the static simultaneous-

move game with payoffs given by the expected continuation values in demand state c. Figure

2 gives the reduced-form representation of this game with the two pure strategies “Survive”

and “Exit”. The upper-left expression in each cell is the row player’s payoff. A firm that
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survives while its rival exits earns the monopoly post-survival value vS(1, c). Both firms

receive the duopoly post-survival payoff vS(2, c) following joint survival. This adds the dis-

counted duopoly flow payoff π(2, C ′) to the discounted duopoly post-entry payoff vE(2, C ′).

Consequently, it satisfies a special case of Equation (2):

vS(2, c) = βE [π(2, C ′) + vE(2, C ′) C = c] .

If vS(2, c) < 0, then a symmetric equilibrium strategy must put positive probability on

“Exit”. That pure strategy’s payoff always equals zero. Thus, any mixed strategy involving

“Exit” also leads to zero expected payoff. If instead vS(2, c) > 0, then “Survive, Survive”

forms one equilibrium of Figure 2’s static game. (If the equilibrium’s industry dynamics

are simple, then vS(1, c) > vS(2, c) and “Survive, Survive” is the only equilibrium to this

static game.) We assume (for the moment) that duopolists always choose survival whenever

vS(2, c) > 0. Since vE(2, c) equals the symmetric equilibrium payoff to this game, it satisfies

the following special case of Equation (1) in this equilibrium:

vE(2, c) = max {0, vS(2, c)}

= max
{

0, βE [π(2, C ′) + vE(2, C ′) C = c]
}
.

(5)

The right-hand side defines a contraction mapping, so there is a unique vE(2, ·) that satisfies

Equation (5) because its right-hand side satisfies Blackwell’s sufficient conditions and so de-

fines a contraction mapping. Its fixed point and (2) yield vS(2, ·). This is the key technical

insight that makes the calculation of the model’s Markov-perfect industry dynamics simple.

Although duopoly is not an absorbing state for the industry, we can calculate equilibrium

duopoly payoffs without knowledge of the firms’ payoffs in all possible future market struc-

tures. This is because firms’ common post-entry value in a symmetric equilibrium equals

zero whenever joint continuation is not individually profitable.

With the duopoly post-entry value in hand, we can proceed to the problem of a potential

entrant facing a single incumbent. By Equation (3), this firm enters if vE(2, c) > ϕ and stays

out of the market otherwise. For all c,

aE(2, c) = I {vE(2, c) > ϕ} . (6)

Note that this rule defaults to inactivity. When C has an atomless distribution, it almost

surely prescribes the same action as any other entry rule consistent with profit maximization

that does not default to inactivity. For this reason, our requirement that the potential entrant

default to inactivity has no substantial economic content.

Step 2: Calculation of vE(1, ·), vS(1, ·), aE(1, ·), and aS(1, ·). We proceed to consider the

monopoly payoffs, a potential entrant’s decision to enter an empty market, and an incumbent
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monopolist’s survival decision. Because an incumbent monopolist choosing to survive will

earn vS(1, c), the post-entry value to a monopolist in (1) reduces to

vE(1, c) = max {0, vS(1, c)}

= max
{

0, βE
[
π(1, C ′) + aE(2, C ′)vE(2, C ′) + (1− aE(2, C ′)) vE(1, C ′)

∣∣∣ C = c
]}
.

Given vE(2, ·) and aE(2, ·) from Step 1, the right-hand side defines a contraction mapping

with vE(1, ·) as its fixed point. This and Equation (2) then give us vS(1, ·). It is not difficult to

demonstrate that the vE(1, c) and vS(1, c) so constructed always weakly exceed, respectively,

vE(2, c) and vS(2, c) from Step 1. Therefore, the equilibrium dynamics of the equilibrium

under construction are simple and duopolists never face a non-trivial problem of coordinating

joint survival when that is individually profitable.

The post-entry value of a potential monopolist in demand state c equals vE(1, c) if no

second firm enters (with probability 1 − aE(2, c)) and vE(2, c) if a second firm enters (with

probability aE(2, c)). Consequently, the unique entry rule for a potential duopolist that

defaults to inactivity is

aE(1, c) = I {[1− aE(2, c)] vE(1, c) + aE(2, c)vE(2, c) > ϕ} . (7)

The corresponding unique monopoly survival rule that defaults to inactivity simply equals

aS(1, c) = I {vS(1, c) > 0} .

Step 3: Calculation of aS(2, ·). The first two steps have determined post-entry and post-

survival values, as well as an entry rule and a monopoly survival rule that are consistent

with them. This last step completes the equilibrium strategy’s construction by determining

a duopoly survival rule that satisfies (4).

As we noted above in Step 1, the equilibrium considered assumes that aS(2, c) = 1

whenever vS(2, c) > 0. All that remains undetermined is the survival rule when vS(2, c) ≤ 0.

If profit maximization would require even a monopolist to exit (i.e. vS(1, c) ≤ 0), then both

duopolists exit for sure and aS(2, c) = 0. If instead vS(1, c) > 0, then the reduced-form

continuation game above has no pure-strategy equilibrium. In its unique mixed-strategy

equilibrium, each firm’s survival probability leaves its rival indifferent between exiting (and

getting a payoff of zero for sure) and surviving. That is, in demand states c such that

vS(2, c) ≤ 0 and vS(1, c) > 0, the indifference condition

aS(2, c)vS(2, c) + (1− aS(2, c)) vS(1, c) = 0

uniquely determines aS(2, c).
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The construction of this equilibrium is now complete. Since we assumed joint continuation

in Step 1, the construction itself does not rule out the possibility that other equilibria exist.

However, this equilibrium’s simple industry dynamics suggest that it is unique, because

simplicity implies that the continuation game in Figure 2 (which takes the equilibrium’s

continuation values as given) always has a unique symmetric Nash equilibrium. In Section

3.2, we show that this intuition is correct.5 Before extending our analysis in this direction,

we further develop intuition by adding a second productivity type to the model.

3.2 Equilibrium Existence, Uniqueness, and Computation

With the intuition from the previous examples in hand, we proceed to allow for an arbitrary

ǩ ≥ 1. Our algorithm starts by considering a survival game between two type ǩ duopoly

incumbents. After computing their continuation values, the algorithm moves on in steps

to construct the remaining equilibrium payoffs and actions. Specifically, it consists of two

procedures, which we present as flow charts in Procedures 1 and 2. The first computes all

payoffs, survival rules for duopolists facing strictly higher productivity types, and rules for

potential entrants facing an incumbent. The second procedure calculates the survival rules

for duopoly incumbents with weakly higher productivity types and the rule for a potential

entrant facing an empty market. This algorithm computes an equilibrium in which both

duopoly firms continue for sure when joint continuation gives positive payoffs. We emphasize

that the algorithm calculates candidate equilibrium strategies and continuation values by

denoting these with α and w instead of a and v. We verify that this is indeed an equilibrium

after the algorithm’s presentation.

Procedure 1 has an outer-loop and an inner-loop. In the outer-loop, the productivity type

for the weakly better firm, indexed by h in Procedure 1’s flow chart, decreases from ǩ to 1.

For each level of h, the weakly worse firm’s productivity type, indexed by l in Procedure 1’s

flow chart, decreases from h to 1 in the inner-loop. For every (h, l) pair, the post-entry value

of the type l firm that faces a type h rival— wE(ιl + ιh, ·, l)— is computed as the fixed point

of the operator Th,l defined by

Th,l(f)(c) = max
{

0, T Sh,l(f)(c)
}
,

5In a companion paper, ?, we provide an alternative demonstration of the same result by showing that

industry dynamics are always simple in the oligopoly model with homogeneous firms (i.e. ǩ = 1).
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START

αS(·) ← 1, αE(·) ← 0, wE(·) ← 0, wS(·) ← 0, h ← ǩ

l ← h

f ?i (·) ← 0

f ?i (·) ← lim
r→∞

T rh,l(f
?
i )(·)

wE(l, h, ·) ← f ?i (·)
wS(l, h, ·) ← T Sh,l (f

?
i ) (·)

l < h?
αS(l, h, ·) ←

I {wS(l, h, ·) > 0}

l = 1?l ← l − 1

αE(h, ·) ← I {wE(1, h, ·) > ϕ}

f ?o (·, ·) ← 0

f ?o (·, ·) ← lim
r→∞

T rh(f ?o )(·, ·)

wE(h, x, ·) ← f ?o (x, ·) for 0 ≤ x < h

wS(h, x, ·) ← T Sh (f ?o ) (x, ·) for 0 ≤ x < h

h = 1?h ← h − 1

Return wE, wS, αE(h, ·),
and αS(l, h, ·) for l < h.

STOP

The text defines Th,l, T
S
h,l, Th,

and T Sh . Above, “←” indicates

assignment and T r denotes T

composed with itself r times.

Yes

No

Yes

No

Yes

No

Procedure 1: Initial Equilibrium Calculations for the Heterogeneous Duopoly Model
12



with

T Sh,l(f)(c) ≡ βE

[
ǩ∑
i=h

ǩ∑
j=l

ΠhiΠlj

(
π(ιi + ιj, C

′, j) + wE(ιi + ιj, C
′, j)

)

+ ΠhhΠll

(
f(C ′)− wE(ιh + ιl, C

′, l)

)
C = c

]
.

The function T Sh,l(f) gives the post-survival value of a type l firm that faces a type h competi-

tor, expects its next period’s post-entry value to be f(C ′) if both firms’ productivity types

remain the same and to equal to the (candidate) equilibrium value otherwise. Because fur-

ther entry is impossible and productivity cannot regress (Assumption 2), its evaluation only

requires the equilibrium values wE(ιi + ιj, ·, j) for (i, j) 6= (h, l) such that i ≥ h and j ≥ l.

Since Procedure 1 proceeds in lexicographically descending order of (h, l), these post-entry

values are in hand when T Sh,l(f) is computed. The function Th,l(f) gives the post-entry value

of a firm in the same state and with the same post-survival value. Its specification embodies

the natural equilibrium requirement that a type h > l firm never exits while the type l firm

survives. Evaluating T Sh,l at the fixed point of Th,l, wE(ιh+ ιl, ·, l), gives wS(ιh+ ιl, ·, l). When

l < h, the algorithm then sets αS(ιh + ιl, c, l) to one if and only if wS(ιl + ιh, c, l) > 0. (When

l = h, Procedure 2 calculates αS(2ιl, c, l).) If l equals 1, the inner loop ends and the strategy

of a potential entrant facing a type h incumbent, αE(ιh+ι1, ·) is set to I{wE(ιh+ι1, ·, 1) > ϕ}
The next step in the outer loop calculates continuation values for a type h firm facing

either no rival or a rival of a strictly inferior type. For this, we find the fixed point of the

operator Th. Given a hypothesized continuation value of f(c, k) when the demand state

equals c and the firm’s rival has type k < h, this operator equals

Th(f)(c, k) = max
{

0, αS(ιh + ιk, c, k)T Sh (f)(c, k) + [1− αS(ιh + ιk, c, k)]T Sh (f)(c, 0)
}

;

with

T Sh (f)(c, k) = βE

[
ǩ∑
i=h

ǩ∑
j=k

ΠhiΠkjπ(ιi + ιj, C
′, i) +

h−1∑
j=k

ΠhhΠkjf(C ′, j)

+
ǩ∑
j=h

ΠhhΠkjwE(ιh + ιj, C
′, h) +

ǩ∑
i=h+1

ǩ∑
j=k

ΠhiΠkjwE(ιi + ιj, C
′, i) C = c

]

13



for k > 0, and

T Sh (f)(c, 0) = βE

[
ǩ∑
i=h

Πhiπ(ιi, C
′, i) + Πhh (1− αE(ιh + ι1, C

′)) f(C ′, 0)

+
ǩ∑

i=h+1

Πhi (1− αE(ιi + ι1, C
′))wE(ιi, C

′, i)

+ ΠhhαE(ιh + ι1, C
′) (I{h = 1}wE(2ι1, C

′, 1) + I{h > 1}f(C ′, 1))

+
ǩ∑

i=h+1

ΠhiαE(ιi + ι1, C
′)wE(ιi + ι1, C

′, i) C = c

]
otherwise. The post-entry payoffs in the above four lines respectively correspond to the

cases where, after the survival of the type h incumbent firm, (1) no rival enters and the

incumbent’s type remains unchanged, (2) no rival enters and the incumbent’s type improves,

(3) a rival enters and the incumbent’s type remains unchanged, and (4) a rival enters and

the incumbent’s type improves.

Evaluating Th(f)(·, ·) requires, apart from f itself

• the survival rules for firms with type k < h facing an incumbent of type h,

• the entry rule of a potential entrant facing an incumbent with productivity type equal

to h, and

• the post-entry values for an incumbent with type greater than h facing a rival of any

type.

The algorithm set the required survival rules to their candidate values during the most

recently-executed inner loop, and the required entry rules were set immediately before the

evaluation of Th. Lastly, the algorithm set the required post-entry values during previous

iterations of the outer loop.

Procedure 2 complements Procedure 1 by determining the entry rule for a potential

monopolist and the survival rule for a firm with weakly higher productivity type. The entry

rules are pure, and the survival rule is pure unless both firms have the same type, the payoff

to duopoly continuation is negative, and the payoff to monopoly continuation is positive. By

construction, the resulting candidate equilibrium probability of survival lies in (0, 1]. Joining

these two procedures yields our algorithm for equilibrium calculation.

Algorithm 1 (Duopoly Equilibrium Calculation). Compute a candidate equilibrium strategy

(αS, αE) and payoffs wS and wE in two steps.

i. Use Procedure 1 to compute wE, wS, αE(ιh + ι1, c) for all h ∈ K, and αS(ιh + ιl, c, l)

for all h, l ∈ K such that l < h and all c ∈ [ĉ, č].

14



START

Specify c ∈ C, h ∈ K, and l ∈ {0, 1, . . . , h}

Get wE and wS from Procedure 1’s output.

h > l ?
αS(h, l, c) ←

I {wS (h, 0, c) > 0}

h = 1 ?

αE(0, c) ←
I {wE (1, 0, c) > ϕ}

wS(h, h, c)
> 0?

αS(h, h, c) ← 1

wS(h, 0, c)
< 0?

αS(h, h, c) ← 0

αS(h, h, c)← wS(h, 0, c)

wS(h, 0, c)− wS(h, h, c)
.

STOP

Yes

No

Yes

Yes

No

Yes

No

No

Procedure 2: Calculation of Candidate Survival Rule for the Heterogeneous Duopoly Model
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ii. For all c ∈ [ĉ, č], use Procedure 2 to compute αE(ι1, c) and αS(ιh + ιl, c, h) for all h ∈ K
and l ∈ {0, . . . , h}.

Because the candidate payoffs are determined as the unique fixed points of contraction

mappings, Algorithm 1 always returns unique candidate equilibrium payoffs and hence a

unique candidate equilibrium strategy. We further verify that the candidate equilibrium

strategy forms a natural Markov-perfect equilibrium, with the equilibrium payoffs equal to

the candidates. By doing so, we also establish an equilibrium’s existence by its construction.

Proposition 1 (Equilibrium Existence in the Duopoly Model). Algorithm 1 computes a

natural Markov-perfect equilibrium and its associated continuation values.

Proof. See Appendix ??.

Algorithm 1 follows the two examples by assuming that duopolists with the same type

always choose joint continuation when this is individually profitable. The following Lemma

establishes that this is assumption comes at no cost.

Lemma 1 (Simple Industry Dynamics in the Duopoly Model). In any natural Markov-

perfect equilibrium, vE(2ιk, c, k) ≤ vE(ιk, c, k) and vS(2ιk, c, k) ≤ vS(ιk, c, k) for all c ∈ [ĉ, č]

and k ∈ K.

Proof. See Appendix ??.

Lemma 1 shows that the Bellman equations we used to construct this equilibrium’s payoffs

are necessary conditions for equilibrium payoffs. These have unique solutions, so it is not

hard to demonstrate that the equilibrium strategies consistent with these payoffs are also

unique.

Proposition 2 (Equilibrium Uniqueness in Duopoly Model). The duopoly model always has

a unique natural Markov-perfect equilibrium. Algorithm 1 computes it.

3.3 Illustrative Application

We conclude our analysis of the duopoly model with an illustrative application to the welfare

analysis of an R&D race. Consider a market for some new good. Before supplying the good, a

firm must invent it. To do so, it must incur a sunk cost ϕ prior to research and development.

There are several milestone stages in the invention process, marked by k = 1, 2, . . . , ǩ. New

entrants start in stage 1 and pay a fixed per-period R&D cost κ(k) as long as they remain

active. This cost is weakly decreasing in k. An active firm may exit the market at any time

to avoid future R&D costs. Firms who remain active progress through the successive R&D
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stages according to a Markov chain with transition matrix Π. Once a firm reaches the final

stage ǩ, it has invented the product. We set the fixed and variable costs of the product’s

production to zero, so κ(ǩ) = 0. This cost structure implies that firms never exit once they

have invented the good.

In period t, demand comes from Ct potential consumers of the product, who share a

utility function that is quadratic in the quantity consumed and linear in residual income.

Consequently, total demand for new good at time t and price p equals Ct(a− p)/b, for some

parameters a, b > 0. We consider three different regimes of industry organization.

i. (Social planner) In each period, a social planner decides to start, maintain, or shut down

up to two independent R&D processes (firms) to maximize the expected sum of total

surplus, discounted by β. The planner finances these expenses with lump-sum taxes

on the consumers. When the product is finally invented, the social planner charges the

marginal cost 0 to maximize the total surplus.

ii. (Competition) Our heterogenous duopoly game is played out. At most two firms can be

simultaneously active. If a monopoly firm produces the good, it extracts all the surplus

from consumers with first-degree price discrimination. If two firms simultaneously

supply the good, they engage in Bertrand competition, which drives price down to 0.

This conduct maximizes social surplus in the periods when the good is offered for sale.

This allows us to focus on the dynamic aspects of conduct that reduce the welfare under

competition.

iii. (Collusion) In this regime, duopolist producers successfully collude and extract all

consumer surplus with first-degree price discrimination and split it evenly. Otherwise,

it is identical to the competition regime. Note that we allow collusion only in the

product market and not during the R&D process. This resembles Fershtman and

Pakes’ (2000) “semi-collusion” assumption that firms may collude in setting quantities

(or prices) but not when choosing R&D investment. Unlike Fershtman and Pakes, we

do not require collusion to be self-sustaining.

Just as in Dixit’s (1989), uncertainty gives value to a firm’s exit option. Under the

competitive and collusive regimes, potential entrants cannot save their entry options for

a later date. In contrast, the social planner can delay the establishment of new research

projects. This difference is one potentially important source of inefficiency for the two market

regimes. Because option value increases with uncertainty, we expect these inefficiencies to be

greater as demand uncertainty rises. Our computational work here examines this hypothesis

by calculating the social planner’s solution and the two market equilibria for a variety of

demand processes with different levels of uncertainty.
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For this investigation, we specify Q(·|C) to approximate a random walk in the logarithm

of C with innovation variance σ2, reflected off of the state space’s upper and lower boundaries,

ln ĉ = −1.5 and ln č = 1.5. Also, we specify demand parameters a = 4 and b = 2. With these

values, each consumer’s annual social surplus from consuming the good at a price equal to

its (zero) marginal cost equals 4. The corresponding total annual surplus ranges from 0.89

to 17.93. For the R&D process, we assume that ǩ = 4, and that firms either progress one

stage or remain put: Πk,k = Πk,k+1 = 0.5 for all k < ǩ and Πǩ,ǩ = 1. Under these values,

the average time until R&D success is about 5.9 years if a firm never exits. More than three

quarters of R&D trials should be successfully completed within seven years. We set a fixed

cost κ(k) = 1.5 for all k < ǩ and a sunk cost ϕ = 1.5. We set β = 0.9. With this discount

factor, the present value of the expected costs of completing R&D roughly equals one year

of total surplus at č and two years of total surplus at the median value of c. These expected

costs exceed the expected discounted surplus with c = ĉ permanently.

Our calculations examine 21 equidistant values of σ between 0.2 and 0.3. For each value

of σ, we compute the social planner’s optimal decision rule, as well as model’s unique natural

Markov-perfect equilibrium under competition and collusion. Then, we use the optimal

decision rule and the equilibrium strategies to simulate the market’s evolution over 700 years

under the three regimes for all 21 values of σ. All of the simulations start from a fixed

c0 = 0.235 and an empty market. The starting c0 is located at the 1/60 of the distance from

ĉ to č. With this initial condition, the good is rarely invented in the first 50 years for the

lowest σ value of 0.2, and it often invented within that time for the highest value of 0.3.

We repeat the simulation 10,000 times, drawing new demand and type transitions in each

simulation, but using the same random draws across the different values of σ. Since the

simulation period is so long, the good is eventually invented in every simulation. For each

value of σ, we compute the discounted sum of social surplus, the number of active firms, and

the number of periods before the good’s invention, averaged over all simulations. Figure 3

plots these results.

Regardless of the demand uncertainty’s magnitude, initial demand c0 is not enough to

invite immediate entry in any of the three regimes. Since the probability of increasing demand

is relatively low, the total producer surplus in this case is correspondingly low. The top panel

of Figure 3 shows that raising σ from 0.2 to 0.3 increases total surplus climbs up a bit more

than five-fold under competition and collusion and eight-fold under the social planner.

By construction, the social planner always generates the highest surplus. For all of the

values of σ we consider, competition generates higher surplus than does collusion. Perhaps

surprisingly, the difference between welfare in the two “market-based” regimes is small com-

pared with the welfare gain from switching to the social planner. The second and third panels

of Figure 3 show that the source of these gains is the social planner’s relatively conservative
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Figure 3: Social Planner, Competition, and Collusion
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research and development policy. Because the social planner can save the option to start

an R&D project, it requires a larger initial demand to do so, and this produces the longer

time to invention in the second panel and the smaller average number of active firms in the

third panel. Since the social planner chooses less entry than occurs in under competition,

encouraging further entry by allowing firms to collude (as described by Sutton (1991)) erodes

welfare further.6

The many equilibrium calculations underlying Figure 3 were obtained at a very low com-

putational cost. In both experiments, for any particular value of λ or ϕ, with 3001 grid points

for C and the parameter values in use, we can solve the model’s natural Markov-perfect equi-

librium within 10 seconds using Matlab on a PC. Even with β = 0.995 (monthly data) and

ǩ = 10, which implies a state space with over 300,000 points, we can solve the model in

several minutes on a PC.7 The ability to quickly compute equilibria of our model for many

parameter configurations makes it a useful complement to a computationally more taxing

analysis based on the comparatively richer framework of Ericson and Pakes (1995).

4 The General Model

We now turn to the general model, with an arbitrary number of firms. First note that there

exists a finite upper bound on the number of firms that will ever be active in equilibrium.

Let m̌ equal the largest n ∈ N such that

π
[
ιǩ + (n− 1)ι1, č, ǩ

]
+

βπ̌

1− β
> 0.

This payoff corresponds to the scenario in which a type ǩ firm competes against n− 1 type 1

rivals for one period, and then enjoys the flow profit π̌ thereafter. No possible payoff from a

market with n active firms can exceed this. Assumption 1 ensures that 1 ≤ m̌ <∞ exists. It

also implies that, for all n > m̌, an incumbent firm that starts a period with n−1 competitors

has negative expected discounted profits. Using this, it is easy to prove

Lemma 2 (Bounded Number of Firms). In a natural Markov-perfect equilibrium, for all

c ∈ [ĉ, č], and k ∈ K, vE(m, c) = 0 and vS(m, c, k) < 0 for all m ∈ Zǩ? such that |m| > m̌.

6One important insight of Fershtman and Pakes (2000) is that high static oligopoly payoff under collusion

encourages more entries than competition does. Therefore, with more firms engaging in R&D at the same

time, the good sometimes is invented earlier under collusion than under competition, yielding a higher

present value for social surplus. We can replicate this insight in our game when entry cost is sufficiently low

or discounting is sufficiently high.
7We use value function iteration to compute the fixed points of the contraction mappings, which simplifies

our code, but results in a (slow) linear convergence rate of β. To cope with this issue, one can turn to more

sophisticated approaches (see Judd, 1998, for a survey). For example, Ferris, Judd, and Schmedders’s (2007)

Newton-based method ensures global convergence with a quadratic convergence rate.
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Here, |m| ≡
∑ǩ

k=1 mk denotes the number of firms in m. Lemma 2 implies that no firm

will enter if the resulting number of active firms, including incumbents surviving from the

previous period and the current period’s earlier entrants, would be larger than m̌. Setting

|N0| = 0 allows us to analyze the model’s equilibria on the state space restricted to market

structures with no more than m̌ firms.

Given this bound, we can straightforwardly extend Algorithm 1 and use a sequence of

contraction mappings to efficiently compute a candidate equilibrium of the model in which

firms with the same type continue with probability one if joint continuation gives a positive

individual payoff. In Section 4.1, we show that the candidate is indeed an equilibrium.

It is unique if the resulting industry dynamics are simple. However, this need not be the

case. Below, we present an example in which emerge adding a firm increases the equilibrium

payoffs of firms with the same type. This allows us to construct multiple equilibria. If C

has a discrete distribution, an extension of our algorithm can compute all equilibria in which

firms always coordinate on joint continuation when this has higher individual payoffs than

joint exit.

4.1 Computing A Natural Markov-Perfect Equilibrium

In a static survival game between two or more incumbents of the same type, joint continuation

is one Nash equilibrium if the individual payoff to joint continuaiton is positive. Following

the argument leading to condition (5) in Section 3.1, we can show that the payoff from that

equilibrium is the fixed poin to a contraction mapping. For instance, in the market with m̌

type ǩ firms, an equilibrium payoff vE(m̌ιǩ, c, ǩ) satisfies

vE(m̌ιǩ, c, ǩ) = max{0, βE[π(m̌ιǩ, C
′, ǩ) + vE(m̌ιǩ, C

′, ǩ)|C = c]}, (8)

if firms coordinate on joint continuation whenever it is individually profitable. The right

hand side of (8) defines a Bellman operator that determines vE(m̌ιǩ, ·, ǩ).

Wih this start, the extension of Algorithm 1 to the general model can proceed. We

partition the state space, order the parts, and compute a candidate equilibrium by finding

the fixed points of a sequence of contraction mappings. We order the steps so that all results

that are needed in later steps are available from earlier steps.

This order is defined with oriental lexicographic superiority (OLS).

Definition 3. Oriental lexicographical superiority, �. For any x, y ∈ Zn, x � y if and only

if ∃i ∈ {1, 2, . . . , n} such that xi > yi and ∀j ∈ {i+ 1, i+ 2, . . .} ∩ {1, 2, . . . , n}, xj = yj.

“Oriental” reminds us to read x and y from right to left when comparing them, as in

Arabic and Hebrew. In the previous sections, we have implicitly used an ordering based on
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OLS; the equilibrium payoff for a firm facing a particular market structure is always computed

after its payoffs in more superior market structures. For example, in Section 3.1’s example, �
is equivalent to > on Z and the payoff to a duopolist is computed first, followed by the payoff

to a monopolist. In Section ??, the sequence of all possible non-empty market structures in

the decreasing order of OLS was {2ιH, ιH + ιL, ιH, 2ιL, ιL}. We partitioned the state space

into five parts using this sequence and visited them in that order. Algorithm 1 also uses

this ordering because the pair (h, l) in Procedure 1 is decreasing in OLS. Furthermore, this

ordering extends to Algorithm 1 as well; the index pair (h, l) in Procedure 1 is decreasing in

OLS.

The algorithm for the general model follows the same ordering. There are
(
m̌+ǩ
ǩ

)
− 1 =

(m̌+ǩ)!

ǩ!m̌!
− 1 possible non-empty market structures.8 Step i of the algorithm focuses on the i-th

ranked market structure in the OLS sequence, mi. and the lowest rank with an active firm

in his market structure, ki = min{k ∈ K;mi
k > 0}. Define

Mmi = {x ∈ Zm̌|mi
ki = xki & . . .& mi

ǩ
= xǩ}.

This is the set of market structures with identical entries to mi in the ki’th through ǩ’th

positions. For example, in Step 3 of Section ??’s two-type duopoly example , m3 = ιH,

k3 = H, and Mm3 = {ιH, ιH + ιL}.

8Allocating m̌ firms among ǩ+1 types (the final type representing inactivity) is mathematically equivalent

to lining up m̌ identical balls and ǩ identical separators. This results in
(m̌+ǩ

ǩ

)
different combinations, one

of which corresponds to the case where all firms belongs to the ǩ + 1-th type, or the empty market.
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START

m̌ ← max{n ∈ N; π(ιǩ + (n− 1)ι1, č, ǩ) +
βπ̌

1− β
> 0}

αS(·) ← 1, αE(·)← 0, wE(·)← 0, wS(·)← 0, i← (m̌+ ǩ)!

ǩ!m̌!
− 1

Order the elements of {m ∈ Zǩ; 1 ≤ |m| ≤ m̌} with �.

Denote the obtained sequence with m1,m2, . . . ,m
(m̌+ǩ)!

ǩ!m̌!
−1.

ki ← min{k ∈ K;mi
k > 0}

Mmi ←

mi +
ki−1∑
k=1

ιkmk; |mi|+
ki−1∑
k=1

mk ≤ m̌


Hi
S ←

{
(m, c, k);m ∈Mmi , k = ki

}
i ← i − 1

Compute f ∗ as the fixed point of

(Tf)(H i
S) = max

{
0, βE

[
π(N ′, C ′, K ′) + g(H i′

S ) H i
S

]}
, with

g(H i′
S ) =

{
f(H i′

S ) if H i′
S ∈ Hi

S

wE(H i′
S ) otherwise.

wE(H i
S) ← f ∗(H i

S), wS(H i
S) ← βE [π(N ′, C ′, K ′) + wE(H i′

S ) H i
S].

mi
ki = 1?

∀c ∈ [ĉ, č], update αS(·, c, ki) with Procedure 3

ki = 1?

αE(mi, c) ← I
{
wE(mi +

∑m̌−|mi|
j=1 αE(mi + jι1, c), c, 1) > 0

}

i = 1?

STOP

Yes

Yes

Yes

No

No

No

Algorithm 2: Candidate Equilibrium Calculation for the General Model
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Algorithm 2 begins with initializing the survival rule to equal one and the entry rule and

expected payoffs to equal zero. It then proceeds through the market structures in the order

given by OLS. We use i to index the market structures and step through them in decreasing

order. In step i, the algorithm calculates the continuation payoffs of a firm with type ki

for all market structures in Mmi using a Bellman operator analogous to that defined by

Equations (??) and (??). Its embodies the presumption that all firms of type ki coordinate

on continuation whenever this outcome is individually profitable, and its construction uses

the entry rule, survival rule, and expected payoffs as they are stored at the beginning of step

i to characterize other firms’ entry decisions, the survival decisions of firms of other types,

and the firm of interest’s continuation value if its type improves. These calculations replace

the continuation values stored in memory for all states in Hi
S ≡ {(m, c, k);m ∈Mmi , k = ki}.

If mi has a single firm of type ki, the algorithm uses Procedure 3 to calculate the survival rule

for a type ki firm in any market structure m in which the lowest type is ki and the numbers

of higher-type firms equal those in mi. (IProcedure 3 denotes this set of market structures

with M? ≡ ∪m̌−|m
i|

j=0 Mmi+jιki
.) If the candidate payoffs in memory require a mixed-strategy

equilibrium and multiple survival probabilities satisfy the relevant mixing condition, then the

procedure (arbitrarily) selects the largest of them. If ki = 1, then step i concludes with the

calculation of the entry rule for mi. Just as with the continuation values, any survival and

entry rules calculated are stored in memory to be used by later steps. The procedure ends

after considering the lowest-ranked market structure, m1 = ι1.

If Algorithm 2’s first step (with i =
((
m̌
ǩ

))
− 1) and mi = m̌ιǩ), the continuation value

calculation uses a Bellman operator that is invariant to the survival rule, entry rule, and

continuation values stored in memory. In the second step (with mi = ιǩ−1 + (m̌− 1)ιǩ), the

Bellman equation uses the continuation value stored in memory by the previous step to value

the possibility that the the single type ǩ − 1 firm transitions to type ǩ. More generally, the

continuation value calculations in the i’th step require a type ki firm’s continuation value

after any non-trivial transition of types, the survival rules followed by any firms in the market

with lower types, and the entry rules for these market structures.

Proposition 3 (Equilibrium Existence in the General Model). At the termination of Algo-

rithm 2 aS and aE form a natural Markov-perfect equilibrium with corresponding continuation

values wS and wE.

Proof. See Appendix ??.

4.2 Renegotiation Proof Equilibrium

In the equilibrium computed by Algorithm 2, incumbent firms of the same type continue

with probability one if joint continuation is profitable for each of them. If we knew that
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Enter

M? ←
⋃m̌−|mi|
j=0 Mmi+jιki

l ← (m̌+ǩ)!

ǩ!m̌!
− 1

ml ∈M??

j̄ ← ml
ki

∀j = 1, . . . , j̄ set w?(j)← E
[
wS(N ′ − (j̄ − j)ιki , c, ki)|ME = ml

]

w?(j̄) > 0? αS(m, c, ki) ← 1

w?(1) > 0? αS(m, c, ki) ← 0

αS(m, c, ki)← max
{
p|
∑j̄

j=1 p
j−1(1− p)j̄−j

(
j̄−1
j

)
w?(j) = 0

}

l = 1?l ← l − 1

Exit

Yes

Yes

No

No

Yes

No

Yes

No

Procedure 3: Candidate Survival Rule Calculation for the General Model
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natural Markov-perfect equilibrium payoffs always satisfy a monotonicity condition anal-

gogous to Lemma 1, then we could conclude that the industry dynamics are simple and the

calculated equilibrium is unique. However, a straightforward counterexample, presented in

detail in Appendix ??, shows that Lemma 1 cannot be extended to the general model. The

counerexample’s industry has at most three active firms and two productivity types. When

the industry is populated by two high-productivity firms and demand is in a low initial set

outside of its ergodic set, entry is not profitable if these firms both continue. However, if ei-

ther firm chooses to exit then two firms will enter and remain active thereafter. The example

is constructed so that joint continuation without further entry is profitable, but continuation

with two entering rivals is not. Therefore, both “Survive, Survive” and “Exit, Exit” are

equilibria to the survival game. As is common is such coordination games, there also exists

a mixed-strategy equilibrium.

We consider “Survive, Survive” to be the most plausible empirical prediction for the coun-

terexample’s survival game, because it Pareto dominates the two others from the perspective

of the two active players. That is, “Exit, Exit” and the mixed-strategy equilibrium both

leave room for a profitable self-enforcing agreement between the two incumbents to choose

“Survive, Survive”. Our Algorithms 1 and 2 both compute equilibria in which there is no

benefit to such renegotiation: incumbents of a same type always continue for sure if joint

continuation is profitable. We call such an equilibrium one-shot renegotiation proof.

Definition 4. A natural Markov-perfect equilibrium is (one-shot) renegotiation proof if, for

any (m, c) pair, no one-shot agreement satisfying the following properties can be negotiated:

• all firms in the agreement change their survival actions once;

• the agreement is self-enforcing, so no firm in the agreement has incentive to unilaterally

deviate from the agreed action;

• if one type k firm is in the agreement, all type k firms are; and

• the payoffs to all firms in the agreement are strictly improved.

Both Algorithms 1 and 2 compute such an equilibrium, so its existence is guaranteed.

However, such an equilibrium might not be unique. If adding competitors of the same

type increases an incumbent’s continuation value and more than two firms are randomizing

between survival and exit, multiple equilibrium mixing probabilities can emerge. This indeed

occurs at one node of the counterexample in Appendix ??. Although no analogue of Lemma

1 exists to rule out this possibility, we can use the equilibrium calculated by Algorithm

2 to determine whether or not this is a problem for the particular model at hand. Since

its Bellman operator is a necessary condition for renegotion-proof natural Markov-perfect
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equilibrium payoffs, this source of equilibrium multiplicity can only arise if the calculated

payoffs exhibit non-monotonicity. This gives us

Proposition 4 (Equilibrium Uniqueness in the General Model). If equilibrium payoffs (vS, vE)

computed by Algorithm 2 satisfy vS(m, c, k) ≥ vS(m+ιk, c, k) and vE(m, c, k) ≥ vE(m+ιk, c, k)

for all (m, c, k), the renegotiation proof natural Markov-perfect equilibrium in the general

model is unique.

Proof. See Appendix ??.

When this condition is not satisfied, multiple mixing probabilities may co-exist. In this

case, the restriction to renegotiation proof equilibrium is silent on which probability to se-

lect. Therefore, each distinct equilibrium mixing probability leads to a different equilibrium

survival rule. Algorithm 2 requires the unique input of payoffs and rules computed in the

previous steps. (In Section 4.1, Algorithm 2 simply selects an arbitrary mixing probability

to continue when the multiplicity arises.) So, when multiple survival rules emerge in course

of the algorithm, we can proceed the algorithm in parallel “branches”to compute different

renegotiation proof natural Markov-perfect equilibria, with a different survival rule for each

branch. In Appendix ??, we prove that the number of renegotiation proof natural Markov-

perfect equilibria is finite if C is discrete. We also extend Algorithm 2 so that it computes

all renegotiation proof natural Markov-perfect equilibria in parallel branches.

4.3 Strategy Matching To Recover Structural Parameters

In this section, we demonstrate Algorithm 2’s computational feasibility by using it repeatedly

in a nested-fixed-point procedure. The exercise starts by using Algorithm 2 to compute the

equilibrium strategy under a given set of structural parameter values. Then, we take the

obtained equilibrium strategy as data, assume some of the structural parameters unknown,

and use the nested-fixed-point procedure to estimate them. Similar to Rust (1987), this pro-

cedure iterates between an inner-loop and an outer-loop on these unknown parameter values.

The inner-loop uses Algorithm 2 to solve the equilibrium under given values of the structural

parameters. The outer-loop updates these values by minimizing the squared distance between

the equilibrium strategy in the data and the one we obtain in the inner loop. Our choice of

strategy matching is inspired by the literature on conditional choice probabilities (e.g., Hotz

and Miller 1993,Bajari, Benkard, and Levin 2007): One could estimate equilibrium strat-

egy directly from observations on entries and exits without having to solve the equilibrium.

Therefore, equilibrium strategy can serve well as a starting point for estimation.

In the exercise, we set ň = ǩ = 3 and parameterize the profit function π as

π(m, c, k) =
cθk∑ǩ

j=1 θjmj + 1
,
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]C Ave. Eval. Ave. Time (sec) |θ3 − θ̂3| |θ2 − θ̂2| |ϕ− ϕ̂| |κ− κ̂| No. Succ.

201 529 754 4.85e-2 4.50e-2 3.74e-3 1.31e-3 1

301 429 1286 1.56e-2 1.61e-2 1.48e-3 4.12e-4 4

401 474 3099 1.81e-5 1.71e-5 7.46e-3 3.47e-7 4

Table 1: Estimation Results

in which θ1, θ2, and θ3 measure the profitability of the three types. The type transition

probabilities are Πk,k = Πk,k+1 = 0.5 for all k < ǩ and Πǩ,ǩ = 1. We use the same specification

for C’s process as in Section 3.3 but for a fixed σ = 1 and a wider support, ln ĉ = −3 and

ln č = 3. The volatile demand process helps in generating plenty of variations in entry and

exit. We discretize [ĉ, č] to a grid with ]C equidistant points.

To construct the data, we compute the equilibrium strategy (aS, aE) under θ1 = 1, θ2 =

2, θ3 = 4, fixed cost κ = 1, and sunk cost ϕ = 0.2. The renegotiation-proof natural Markov-

perfect equilibrium under these values is unique, because its payoffs satisfy the monotonicity

condition in Proposition 4. Then, we fix θ1 = 1 and try to estimate Θ ≡ (θ2, θ3, κ, φ).

In the estimation, we assume that type transition probabilities and the parameters for the

demand process are known, because one could estimate these variables without solving the

equilibrium if given data on type transitions and demand dynamics. The objective function

in the outer-loop is defined as

D(Θ) =
∑
m

∑
k

∑
c

(aS(m, c, k)− αS(m, c, k; Θ))2 +
∑
m

∑
c

(aE(m, c)− αE(m, c; Θ))2,

in which (αS, αE) is the equilibrium strategy computed by Algorithm 2 under a candidate

value of Θ.

Because the equilibrium strategy is 0 − 1 valued in many states, D(Θ) is a nonsmooth

function of the structural parameters and hence have multiple local optima. To counter this

issue, we experiment with three levels of ]C: 201, 301, and 401. A larger ]C improves the

smoothness of D(Θ), but at a cost of increased computing time for Algorithm 2. For each

level of ]C, we also use different initial values for Θ to start 50 estimations trials. The results

are summarized in Table 1.

The first column of Table 1 reports the average number of D(Θ) evaluations in one es-

timation trial, which is also the average number of times Algorithm 2 is used. The second

column reports the average time spent for estimation trials.9 A larger ]C increases the time

spent on not only the objective function’s evaluation, but also the estimation procedure.

However, it evidently improves the accuracy of the “best” estimates, obtained in the esti-

mation trial which produces the lowest value for D(Θ). The absolute differences between

9Matlab R2012a with KNITRO on a Windows 7 Desktop (Intel Core i5-2400 at 3.1 GHz, 4GB RAM).
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these best estimates and their true values are in columns 4-7 of the table. Another benefit

of having a smoother objective function is that estimation trials return reasonable estimates

more frequently. The last column of table shows the number of times all four estimates fall

within the ±10% range of their true values.

5 Conclusion

P.M.
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Appendices

A Proofs for Section 3

Section 3 states two major results: Algorithm 1 calculates an equilibrium (Proposition 1),

and this equilibrium is unique (Proposition 2). This appendix contains their proofs.

A.1 Algorithm 1 Calculates an Equilibrium

Although Proposition 1 is intuitive, its proof is not trivial because it requires verification

that the candidate survival strategy αS satisfies the requirements of a natural equilibrium

(Definition 1). This in turn requires verification that the candidate continuation value wS

assigns a payoff to a duopolist facing a rival with a higher type that is no more than the

payoff assigned to the rival. This monotonicity result is also intuitive but not trivial, because

its demonstration must account for firms’ strategic interactions.

To formally state the required monotonicity conditions, begin by defining S ⊂ Zǩ× [ĉ, č]×
K as the space for all triples (m, c, k) such that

∑ǩ
i=1mi ≤ 2 and mk > 0. Then, define F as

the space of all functions

f : S→
[
0,

βπ̌

1− β

]
.

A generic payoff function f ∈ F satisfies the own and rival monotonicity conditions if

(I) (own monotonicity conditions) ∀x ∈ K
⋃
{0},

f(ι1 + ιx, c, 1) ≤ f(ι2 + ιx, c, 2) ≤ . . . ≤ f(ιǩ + ιx, c, ǩ); and

(II) (rival monotonicity conditions) ∀k ∈ K,

f(ιk, c, k) ≥ f(ιk + ι1, c, k) ≥ . . . ≥ f(ιk + ιǩ, c, k).

The own monotonicity conditions require increasing a firm’s type while holding it’s rival’s type

constant to weakly increase f , while the rival monotonicity conditions require increasing the

rival’s type while holding the firm’s own type constant to weakly decrease f . The following

simple lemma says that these conditions guarantee that the payoff function f assigns a weakly

lower value to a duopolist with a type lower than it’s rival’s type.

Lemma A.1. Suppose that a payoff function f satisfies the own and rival monotonicity

conditions; and consider any two productivity types l and h, both in K with l ≤ h, then

f(ιh + ιl, c, h) ≥ f(ιh + ιl, c, l).
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Proof of Lemma A.1. The own monotonicity conditions give us f(ιh + ιl, c, h) ≥ f(2ιl, c, l),

and the rival monotonicity conditions give us f(2ιl, c, l) ≥ f(ιh + ιl, c, l). Combining these

inequalities yields the stated result.

Assumption 1 guarantees that the flow profit function π satisfies the own and rival mono-

tonicity conditions. Our proof that the calculated continuation values wS and wE satisfy

the own and rival monotonicity conditions proceeds in two steps. First, we show that the

post-entry continuation value is the unique fixed point of the Bellman operator that considers

the optimal exit decision of one firm when all potential rivals’ entry choices follow αE, active

rivals with strictly lower types make continuation decisions with αS, active rivals with strictly

higher types do not exit while the firm of interest survives, and an active rival with the same

type does not exit when payoff from continuing as a duopolist is nonnegative, and in that

case the firm of interest earns the payoff from certain exit, 0. (In principle; this Bellman

operator could be different from that in which all active rivals follow αS. Establishing that

wE and wS satisfy the own and rival monotonicity conditions guarantees that it does not

in fact.) The second step combines this operator with the algorithm itself to demonstrate

inductively that at the completion of each outer loop (over h) in Procedure 1, the stored

values of wS and wE satisfy the own and rival monotonicity conditions.

For the first step, define Tα : F → F with

Tα(fE)(ιk + ιx, c, k)

≡


max

{
0, αS(ιk + ιx, c, x)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = k,X = x]

+(1− αS(ιk + ιx, c, x))E[T̃α(fE)(ιK′ , c,K ′)|K = k]
}

if x < k;

max
{

0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|X = x,K = k]
}

otherwise;

where

T̃α(fE)(ιk + ιx, c, k)

≡


βE[π(ιk, C

′, k) + αE(ιk + ι1, C
′)fE(ιk + ι1, C

′, k)

+(1− αE(ιk + ι1, C
′))fE(ιk, C

′, k)|C = c] if x = 0,

βE[π(ιk + ιx, C
′, k) + fE(ιk + ιx, C

′, k)|C = c] otherwise.

Here, K ′ and X ′ denote the random firm types in next period conditioning on the types of the

firm of interest and its rival currently equaling k and x. For any possible future post-entry

payoff fE, T̃α(fE) gives the payoff right after the type transitions have completed but before

the game proceeds to the next period. Accordingly, the expectation in its definition is only

over the state transition of C. The operator Tα is the Bellman operator corresponding to a

single firm’s optimal continuation choice given (i) all potential entrants use the entry strategy

αE, (ii) all active rival firms with types less than the firm of interest’s use the survival strategy
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αS, and (iii) all active rival firms with types not less than the firm of interest’s always choose

survival when the firm of interest does. We index this Bellman operator with α to emphasize

that it holds the survival and entry strategies of all other players fixed. Demonstrating that

Tα satisfies Blackwell’s sufficient conditions for a contraction mapping is trivial. Since F is a

complete metric space with the supremum norm, Tα therefore has a unique fixed point. The

following Lemma shows that this fixed point equals wE.

Lemma A.2. wE(m, c, k) = Tα(wE)(m, c, k) for any (m, c, k) ∈ S.

Proof for Lemma A.2. For market structure ιk + ιx, either x ≥ k or x < k. In the first case

(in which the rival firm has a weakly higher type), Algorithm 1 assigns the fixed point of

the inner loop operator Txk to wE(ιk + ιx, c, k). Denoted this fixed point with f ?xk. To prove

wE(ιk + ιx, c, k) = Tα(wE)(ιk + ιx, c, k), note that for any c

wE(ιk + ιx, c, k) ≡ Txk(f
?
xk)(c)

≡max

{
0, βE

[
ǩ∑
i=k

ǩ∑
j=x

ΠkiΠxjπ(ιi + ιj, C
′, i) +

ǩ∑
i=k+1

ǩ∑
j=x+1

ΠkiΠxjwE(ιi + ιj, C
′, i)

+
ǩ∑

i=k+1

ΠkiΠxxwE(ιi + ιx, C
′, i) +

ǩ∑
j=x+1

ΠkkΠxjwE(ιk + ιj, C
′, k) + ΠkkΠxxf

?
xk(C

′)

]}

= max

{
0, βE

[
ǩ∑
i=k

ǩ∑
j=x

ΠkiΠxj

(
π(ιi + ιj, C

′, i) + wE(ιi + ιj, C
′, i)

)
C = c

]}
= max

{
0,E[T̃α(wE)(ιK′ + ιX′ , c,K ′)|K = k,X = x]

}
=Tα(wE)(ιk + ιx, c, k).

Here, the first non-identical equality replaces f ?xk(C
′) with wE(ιk + ιx, C

′, k); and the second

equality uses the definition of T̃α.

In the second case with x < k , Algorithm 1 assigns the fixed point of the outer loop

operator Tk to wE(ιk+ ιx, c, k). Denoted this fixed point with f ?k . To prove wE(ιk+ ιx, c, k) =

Tα(wE)(ιk+ιx, c, k), we first demonstrate that the operator T Sk defined in Algorithm 1 satisfies

T Sk (f ?k )(c, x) = E[T̃α(wE)(ιK′ + ιX′ , c,K ′)|K = k,X = x]. In the case with x > 0, this follows
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from

T Sk (f ?k )(c, x) ≡βE

[
ǩ∑
i=k

ǩ∑
j=x

ΠkiΠxjπ(ιi + ιj, C
′, i) +

k−1∑
j=x

ΠkkΠxjf
?
k (C ′, j)

+
ǩ∑
j=k

ΠkkΠxjwE(ιk + ιj, C
′, k) +

ǩ∑
i=k+1

ǩ∑
j=x

ΠkiΠxjwE(ιi + ιj, C
′, i) C = c

]

= max

{
0, βE

[
ǩ∑
i=k

ǩ∑
j=x

ΠkiΠxj

(
π(ιi + ιj, C

′, i) + wE(ιi + ιj, C
′, i)

)
C = c

]}
=E[T̃α(wE)(ιK′ + ιX′ , c,K ′)|K = k,X = x].

Here, the first equality follows from replacing f ?k (C ′, j) with wE(ιk + ιj, C
′, k) and the second

equality uses the definition of T̃α.

If instead x = 0, then

T Sk (f ?k )(c, 0) ≡βE

[
ǩ∑
i=k

Πkiπ(ιi, C
′, i) + Πkk (1− αE(ιk + ι1, C

′)) f ?k (C ′, 0)

+
ǩ∑

i=k+1

Πki (1− αE(ιi + ι1, C
′))wE(ιi, C

′, i)

+ ΠkkαE(ιk + ι1, C
′) (I{k = 1}wE(2ι1, C

′, 1) + I{k > 1}f ?k (C ′, 1))

+
ǩ∑

i=k+1

ΠkiαE(ιi + ι1, C
′)wE(ιi + ι1, C

′, i) C = c

]
=βE[π(ιk, C

′, k) + αE(ιk + ι1, C
′)wE(ιk + ι1, C

′, k)

+ (1− αE(ιk + ι1, C
′))wE(ιk, C

′, k)|C = c]

=E[T̃α(wE)(ιK′ , c,K ′)|K = k].

The identity distinguishes between the case with k = 1, when the inner loop operator has

already computed wE(ιk + ι1, C
′, k) as the fixed point to T11, and the case with k > 1 when

the outer loop computes this as part of the fixed point to Tk. The first equality comes from

replacing f ?k (C ′, 0) and f ?k (C ′, 1) with wE(ιk, C
′, k) and wE(ιk + ι1, C

′, k); and the second

equality uses only the definition of T̃α.

With the stated equality established, we can now easily demonstrate the desired result for
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the case with x < k.

wE(ιk + ιx, c, k) ≡Tk(f ?k )(c, x)

≡max
{

0, αS(ιk + ιx, c, x)T Sk (f ?k )(c, x) + (1− αS(ιk + ιx, c, x))T Sk (f ?k )(c, 0)
}

= max{0, αS(ιk + ιx, c, x)E[T̃α(wE)(ιK′ + ιX′ , c,K ′)|K = k,X = x]

+ (1− αS(ιk + ιx, c, x))E[T̃α(wE)(ιK′ , c,K ′)|K = k]}
≡Tα(wE)(ιk + ιx, c, k).

The second step uses Tα to demonstrate that the values for wS and wE satisfy the the

own and rival monotonicity conditions. The inductive proof relies on the following lemma.

Lemma A.3. given an h ∈ {1, 2, . . . , ǩ − 1}, if wE and wS satisfy

• wE(ιk + ιx, c, k) ≤ wE(ιk′ + ιx, c, k
′) and wS(ιk + ιx, c, k) ≤ wS(ιk′ + ιx, c, k

′) and

• wE(ιk + ιx, c, k) ≥ wE(ιk + ιx′ , c, k) and wS(ιk + ιx, c, k) ≥ wS(ιk + ιx′ , c, k)

whenever k < k′ ≤ ǩ, x < x′ ≤ ǩ, and max{k, x} ≥ h + 1 for some h ∈ K, then wE and wS

satisfy these same conditions whenever k < k′ ≤ ǩ, x < x′ ≤ ǩ, and max{k, x} ≥ h.

Proof of Lemma A.3. By assumption, the stated inequalities hold good when when k < k′,

x < x′, and max{k, x} > h. Those for the case with k < k′, x < x′, and max{k, x} = h

require demonstration. For any given (k, x) pair, either max{k, x} = x or max{k, x} > x.

In the first case, wE(ιk + ιx, c, k) and wS(ιk + ιx, c, k) are calculated within Procedure 1’s

inner loop. In the second case, they are calculated after its inner loop’s completion just

before proceeding to the next iteration of its outer loop. The proof establishes the desired

inequalities on the payoffs calculated at these two points separately.

Payoffs updated within the inner loop We first consider the payoffs updated within

the inner loop. Define the space F1
h ⊂ F of payoff functions fE that satisfy

• fE(ιk + ιx, c, k) = wE(ιk + ιx, c, k) if max{k, x} ≥ h+ 1

• fE(ιk + ιh, c, k) ≤ fE(ιk′ + ιh, c, k
′) if k < k′ ≤ h+ 1, and

• fE(ιk + ιh, c, k) ≥ wE(ιk + ιh+1, c, k) if k ≤ h.

We wish to show that given any fE ∈ F1
h , Tα(fE) ∈ F1

h .
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First, note that for any (ιk+ ιx, c, k) ∈ S with max{k, x} ≥ h+1, then by its construction

Tα(fE)(ιk + ιx, c, k) is invariant to the value of fE(ιk′ + ιx′ , c
′, k′) if max{k′, x′} ≤ h.. Since

Lemma A.2 has established that wE is a fixed point of Tα, this implies

Tα(f)(ιk + ιx, c, k) = wE(ιk + ιx, c, k) if max{k, x} ≥ h+ 1. (9)

Second, we wish to show that for any fE ∈ F1
h

Tα(fE)(ιk + ιh, c, k) ≤ Tα(fE)(ιk′ + ιh, c, k
′) if k < k′ ≤ h+ 1. (10)

Clearly, demonstrating (10) for the case with k′ = k+ 1 suffices to establish all of its inequal-

ities. For this, first note for any fE ∈ F1
h ,

fE(ιk + ιx, c, k) ≤ fE(ιk+1 + ιx, c, k + 1) ≤ . . . ≤ fE(ιǩ + ιx, c, ǩ)

for any x ≥ h. For k < k′, this immediately implies

E
[
T̃α(fE)(ιk + ιX , c, k)|X = h

]
≤ E

[
T̃α(fE)(ιk′ + ιX , c, k

′)|X = h
]
.

Stochastic dominance of K ′|K = k + 1 over K ′|K = k therefore yields

E[T̃α(fE)(ιK′+ιX′ , c,K ′)|K = k,X = h] ≤ E[T̃α(fE)(ιK′+ιX′ , c,K ′)|K = k+1, X = h]. (11)

The inequality in (11) allows us to immediately demonstrate (10) for the case with k < h,

Tα(fE)(ιk + ιh, c, k) ≡ max
{

0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = k,X = h]
}

≤ max
{

0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = k + 1, X = h]
}

≡ Tα(fE)(ιk+1 + ιh, c, k + 1).

For the case with k = h, first note that

Tα(fE)(ιh+1 + ιh, c, h+ 1)

≡max

{
0, αS(ιh+1 + ιh, c, h)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h+ 1, X = h]

+ (1− αS(ιh+1 + ιh, c, h))E[T̃α(fE)(ιK′ , c,K ′)|K = h+ 1]

}
.

Since fE ∈ F1
h , fE(ιK′ + ιX′ , c,K ′) is decreasing in X ′ for all K ′ ≥ h+ 1. Therefore, we have

for x > 0

E[T̃α(fE)(ιK′ , c,K ′)|K = h+ 1]

≡βE[π(ιK′ , C ′, K ′) + αE(ιK′ + ι1, C
′)fE(ιK′ + ι1, C

′, K ′)

+ (1− αE(ιK′ + ι1, C
′))fE(ιK′ , C ′, K ′)|K = h+ 1, C = c]

≥βE[π(ιK′ + ιX′ , C ′, K ′) + fE(ιK′ + ιX′ , C ′, K ′)|K = h+ 1, X = x,C = c]

≡E[T̃α(fE)(ιK′ + ι′X , c,K
′)|K = h+ 1, X = x].

(12)
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With (12), we can demonstrate (10) for k = h.

Tα(fE)(2ιh, c, h) ≡ max
{

0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = h]
}

≤ max
{

0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h+ 1, X = h]
}

≤ max{0, αS(ιh+1 + ιh, c, h)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h+ 1, X = h]

+(1− αS(ιh+1 + ιh, c, h))E[T̃α(fE)(ιK′ , c,K ′)|K = h+ 1]}
≡ Tα(fE)(ιh+1 + ιh, c, h+ 1)

Here, the first inequality comes from (11) when k = h and the second inequality follows from

(12).

We next establish that for fE ∈ F1
h

Tα(fE)(ιk + ιh, c, k) ≥ Tα(fE)(ιk + ιh+1, c, k) for all k ≤ h. (13)

For this, note that for any k ∈ K, x ≥ h, and fE ∈ F1
h ; we know that

fE(ιk + ιx, c, k) ≥ fE(ιk + ιx+1, c, k).

Therefore, we have for the same values of k, x, and fE

E
[
T̃α(fE)(ιK′ + ιx, c,K

′)|K = k
]
≥ E

[
T̃α(fE)(ιK′ + ιx+1, c,K

′)|K = k
]

Together, this inequality and stochastic dominance of X ′|X = h+ 1 over X ′|X = h yield

E[T̃α(fE)(ιK′+ιX′ , c,K ′)|K = k,X = h] ≥ E[T̃α(fE)(ιK′+ιX′ , c,K ′)|K = k,X = h+1]. (14)

Combining inequality (14) with the definition of Tα proves (13):

Tα(fE)(ιk + ιh, c, k) ≡ max
{

0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = k,X = h]
}

≥ max
{

0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = k,X = h+ 1]
}

≡ Tα(fE)(ιk + ιh+1, c, l).

We have established both (9) (10) and (13), so Tα : F1
h → F1

h . Since wE is the unique

fixed point of Tα, this establishes for k < k′ ≤ h+ 1

wE(ιk + ιh, c, k) ≤ wE(ιk′ + ιh, c, k
′) and (15)

wE(ιk + ιh, c, k) ≥ wE(ιk + ιh+1, c, k). (16)

Because Algorithm 1 computes wS(ιx + ιk, c, k) as

wS(ιl + ιh, c, l) ≡ E[T̃α(wE)(ιK′ + ιX′ , c,K ′)|K = l, X = h],

inequalities (11) and (14) ensure that the proven inequalities for wE also apply to wS. To-

gether with the lemma’s preconditions on wE and wS, these inequalities guarantee that the

lemma’s stated conclusion holds good when max{k, x} = x = h.
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Payoffs updated outside of the inner loop To characterize the payoffs updated after

the completion of the inner loop, define F2
h ⊂ F as the set of payoff functions fE that satisfy

• fE(ιk + ιx, c, k) = wE(ιk + ιx, c, k) if either max{k, x} ≥ h+ 1 or both x = h and k ≤ x,

• fE(ιh, c, h) ≥ fE(ιh + ι1, c, h) ≥ . . . ≥ fE(ιh + ιh−1, c, h) ≥ wE(2ιh, c, h), and

• fE(ιh + ιx, c, h) ≤ wE(ιh+1 + ιx, c, h+ 1) for x = 0, . . . , h− 1.

We wish to show that given any fE ∈ F2
h , Tα(fE) ∈ F2

h .

First, note that if either max{k, x} ≥ h+1 or both x = h and k ≤ x, then by its construc-

tion Tα(fE)(ιk+ιx, c, k) is invariant to the value of fE(ιk′ +ιx′ , c
′, k′) if either max{k′, x′} < h

or k′ = h and x′ < h. Since Lemma A.2 has established that wE is a fixed point of Tα, this

implies that Tα(f)(ιk + ιx, c, k) = wE(ιk + ιx, c, k) if either max{k, x} ≥ h+ 1 or both x = h

and k ≤ x.

Second, we wish to show that for any fE ∈ F2
h ,

Tα(fE)(ιh, c, h) ≥ Tα(fE)(ιh+ ι1, c, h) ≥ . . . ≥ Tα(fE)(ιh+ ιh−1, c, h) ≥ wE(2ιh, c, h). (17)

To prove (17), note that for any such fE, fE(ιk + ιx, c, k) is decreasing in x for k ≥ h. This

monotonicity trivially implies T̃α(fE)(ιk + ιx, c, h) ≥ T̃α(fE)(ιk + ιx+1, c, h) for k ≥ h and

x > 0. Stochastic dominance of X ′|X = x+ 1 over X ′|X = x then implies for k ≥ h

E[T̃α(fE)(ιk + ιX′ , c, k)|X = 1] ≥ . . . ≥ E[T̃α(fE)(ιk + ιX′ , c, k)|X = ǩ]. (18)

For the case with x = 0, we have for k ≥ h

T̃α(fE)(ιk, c, k) ≡βE[π(ιk, C
′, k) + αE(ιk + ι1, C

′)fE(ιk + ι1, C
′, k)

+ (1− αE(ιk + ι1, C
′))fE(ιk, C

′, k)|C = c]

≥βE[π(ιk + ι1, C
′, k) + fE(ιk + ι1, C

′, k)C = c]

≡T̃α(fE)(ιk + ι1, c, k)

≥E[T̃α(fE)(ιk + ιX′ , c, k)|X = 1].

Combining this with the inequalities in (18) yields for k ≥ h

T̃α(fE)(ιk, c, k) ≥ E[T̃α(fE)(ιk + ιX′ , c, k)|X = 1]

≥ . . . ≥ E[T̃α(fE)(ιk + ιX′ , c, k)|X = ǩ].
(19)

With the inqualities in (19) in hand, taking expectations over K ′|K = h yields

E[T̃α(fE)(ιK′ , c,K ′)|K = h] ≥ E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = 1]

≥ . . . ≥ E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = ǩ].
(20)
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Combining the inequalities in (20) with the definition of Tα, we have for fE ∈ F2
h

Tα(fE)(ιh, c, h) ≡max{0,E[T̃α(fE)(ιK′ , c,K ′)|K = h]

≥max{0, αS(ιh + ι1, c, 1)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = 1]

+ (1− αS(ιh + ι1, c, 1))E[T̃α(fE)(ιK′ , c,K ′)|K = h]}
≡Tα(fE)(ιh + ι1, c, h),

(21)

and

Tα(fE)(ιh + ιh−1, c, h)

≡max{0, αS(ιh + ιh−1, c, h− 1)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = h− 1]

+ (1− αS(ιh + ιh−1, c, h− 1))E[T̃α(fE)(ιK′ , c,K ′)|K = h]}
≥max{0,E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = h]}
≡Tα(fE)(2ιh, c, h) = wE(2ιh, c, h)

(22)

The results in (21) and (22) establish the left-most and the right-most inequalities in (17).

To prove those that remain, note that extending the inequalities in (15) to wS and combining

these with the lemma’s preconditions on wS demonstrates that wS(ιh + ιx, c, x) is increasing

in x for x ≥ 1. Therefore

αS(ιh + ι1, c, 1) ≤ αS(ιh + ι2, c, 2) ≤ . . . ≤ αS(ιh + ιǩ, c, ǩ). (23)

Combining inequalities (20) and (23) with the definition of Tα, we have for fE ∈ Fh and any

1 ≤ x < h− 1,

Tα(fE)(ιh + ιx, c, h)

≡max{0, αS(ιh + ιx, c, x)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = x]

+ (1− αS(ιh + ιx, c, x))E[T̃α(fE)(ιK′ , c,K ′)|K = h]}
≥max{0, αS(ιh + ιx+1, c, x+ 1)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = x]

+ (1− αS(ιh + ιx+1, c, x+ 1))E[T̃α(fE)(ιK′ , c,K ′)|K = h]}
≥max{0, αS(ιh + ιx+1, c, x+ 1)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = x+ 1]

+ (1− αS(ιh + ιx+1, c, x+ 1))E[T̃α(fE)(ιK′ , c,K ′)|K = h]}
≡Tα(fE)(ιh + ιx+1, c, h).

(24)

This establishes the remaining inequalities in (17).

Finally, we wish to show that for any fE ∈ F2
h

Tα(fE)(ιh + ιx, c, h) ≤ wE(ιh+1 + ιx, c, h+ 1) for x = 0, . . . , h− 1. (25)
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For this, first note that if fE ∈ F2
h then

fE(ιh + ιx, c, h) ≤ fE(ιh+1 + ιx, c, h+ 1) ≤ · · · ≤ fE(ιǩ + ιx, c, ǩ)

for x = 0, . . . , ǩ. Therefore, if x > 0 we immediately have

T̃α(fE)(ιh + ιx, c, h) ≤ T̃α(fE)(ιh+1 + ιx, c, h+ 1) ≤ · · · ≤ T̃α(fE)(ιǩ + ιx, c, ǩ).

With these inequalities, stochastic dominance of K ′|K = h+ 1 over K ′|K = h yields

E[T̃α(fE)(ιK′+ιX′ , c,K ′)|K = h,X = x] ≤ E[T̃α(fE)(ιK′+ιX′ , c,K ′)|K = h+1, X = x]. (26)

To establish the analogous inequality for the case with x = 0, recall that we established

that wE(ιh + ι1, c, 1) ≥ wE(ιh+1 + ι1, c, 1) when characterizing the payoffs updated within the

inner loop. The lemma’s preconditions require that wE(ιk + ι1, c, 1) ≥ wE(ιk+1 + ι1, c, 1) for

k = h + 1, . . . ǩ − 1. Therefore αE(ιk + ι1, c) ≥ αE(ιk+1 + ι1, c) for k = h, . . . , ǩ − 1. Since

fE ∈ F2
h implies that fE(ιk + ι1, C, k) ≤ fE(ιk, C, k), fE(ιk, C, k) ≤ fE(ιk+1, C, k + 1), and

fE(ιk + ι1, C, k) ≤ fE(ιk+1 + ι1, C, k + 1) for k = h, . . . , ǩ − 1, we have

T̃α(fE)(ιk, c, k) ≡βE[π(ιk, C
′, k) + αE(ιk + ι1, C

′)fE(ιk + ι1, C
′, k)

+ (1− αE(ιk + ι1, C
′))fE(ιk, C

′, k)|C = c]

≤βE[π(ιk+1, C
′, k) + αE(ιk+1 + ι1, C

′)fE(ιk + ι1, C
′, k)

+ (1− αE(ιk+1 + ι1, C
′))fE(ιk, C

′, k)|C = c]

≤βE[π(ιk+1, C
′, k) + αE(ιk+1 + ι1, C

′)fE(ιk+1 + ι1, C
′, k)

+ (1− αE(ιk+1 + ι1, C
′))fE(ιk+1, C

′, h)|C = c]

≡T̃α(fE)(ιk+1, c, k + 1).

(27)

Together, (27) and stochastic dominance of K ′|K = h+ 1 over K ′|K = h imply

E[T̃α(fE)(ιK′ , c,K ′)|K = h] ≤ E[T̃α(fE)(ιK′ , c,K ′)|K = h+ 1]. (28)

To obtain the inequality in (25) for x = 0, combine (28) with the definition of Tα.

Tα(fE)(ιh, c, h) ≡max
{

0,E[T̃α(fE)(ιK′ , c,K ′)|K = h]
}

≤max{0,E[T̃α(fE)(ιK′ , c,K ′)|K = h+ 1]}
≡Tα(fE)(ιh+1, c, h+ 1) = wE(ιh+1, c, h+ 1).

(29)

To demonstrate the remaining inequalities in (25), recall that we established that wE(ιh+

ιk, c, k) ≥ wE(ιh+1 + ιk, c, k) for any k < h when characterizing the payoffs updated within

the inner loop. Hence, we have

αS(ιh + ιx, c, x) ≤ αS(ιh+1 + ιx, c, x). (30)
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Combining inequalities (20), (28), and (30) with the definition of Tα, we have for fE ∈ F2
h

and any x < h,

Tα(fE)(ιh + ιx, c, h) ≡max{0, αS(ιh + ιx, c, x)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = x]

+ (1− αS(ιh + ιx, c, x))E[T̃α(fE)(ιK′ , c,K ′)|K = h]}
≤max{0, αS(ιh+1 + ιx, c, x)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h,X = x]

+ (1− αS(ιh+1 + ιx, c, x))E[T̃α(fE)(ιK′ , c,K ′)|K = h]}
≤max{0, αS(ιh+1 + ιx, c, x)E[T̃α(fE)(ιK′ + ιX′ , c,K ′)|K = h+ 1, X = x]

+ (1− αS(ιh+1 + ιl, c, l))E[T̃α(fE)(ιK′ , c,K ′)|K = h+ 1]}
≡Tα(fE)(ιh+1 + ιx, c, h+ 1) = wE(ιh+1 + ιx, c, h1).

(31)

We can now assert with justification that Tα : F2
h → F2

h . Therefore, wE satisfies the

inequalities in (17) and (25). That is

wE(ιh, c, h) ≥ wE(ιh + ι1, c, h) ≥ . . . ≥ wE(ιh + ιh−1, c, h) ≥ wE(2ιh, c, h); (32)

wE(ιh + ιx, c, h) ≤ wE(ιh+1 + ιx, c, h+ 1) for x = 0, . . . , h− 1. (33)

Furthermore, because Algorithm 1 computes wS as

wS(ιh + ιh, c, h) ≡ E[T̃α(wE)(ιK′ + ιX′ , c,K ′)|K = h,X = l],

inequality (20) and (26) ensure that the inequalities in (32) and (33) extend to wS. Together

with the lemma’s preconditions on wE and wS, these inequalities guarantee that the lemma’s

stated conclusion holds good when max{k, x} = h > x. Thus, the lemma’s stated conclusion

is proven.

The central monotonicity result requires two more preparatory lemmas, which we use to

verify the preconditions of Lemma A.3 for the case with h = ǩ − 1.

Lemma A.4. If for some l < ǩ−1, wE(ιǩ+ ιx, c, x) ≤ wE(ιǩ+ ιx+1, c, x+1) for all x ≥ l+1,

then the same inequality holds good for x = l.

Proof of Lemma A.4. Consider the operators Tǩ,l and Tǩ,l+1 from Procedure 1:

Tǩ,l(f)(c) ≡ max

{
0, βE

[
ǩ∑

j=l+1

Πxj

(
π(ιǩ + ιj, C

′, j) + wE(ιǩ + ιj, C
′, j)

)

+ Πx,x

(
π(ιǩ + ιx, C

′, x) + f(C ′)

)
C = c

]} (34)
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Tǩ,x+1(f)(c) ≡ max

{
0, βE

[
sumǩ

j=x+2Πxj

(
π(ιǩ + ιj, C

′, j) + wE(ιǩ + ιj, C
′, j)

)

+ Πx+1,x+1

(
π(ιǩ + ιx+1, C

′, x+ 1) + f(C ′)

)

+ Πx+1,x

(
π(ιǩ + ιx, C

′, x) + wE(ιǩ + ιx+1, C
′, x+ 1)

)
C = c

]} (35)

In (35), Πx+1,x ≡ 0; but we include this so that each term in (34) has a corresponding

term in (35). Evaluating both operators at f ?(c) ≡ wE(ιǩ + ιx+1, c, x+ 1) allows us to write

Tǩ,x(f
?)(c) ≡ max

{
0, βE

[
π(ιǩ + ιX′ , C ′, X ′ C = c,X = x

]

+ βE

[
wE(ιǩ + ιmin{X′,x+1}, C

′,min{X ′, x+ 1}) C = c,X = x

]}

≥max

{
0, βE

[
π(ιǩ + ιX′ , C ′, X ′ C = c,X = x+ 1

]

+ βE

[
wE(ιǩ + ιmin{X′,x+1}, C

′,min{X ′, x+ 1}) C = c,X = x+ 1

]}

= max

{
0, βE

[
π(ιǩ + ιX′ , C ′, X ′ C = c,X = x+ 1

]

+ βE

[
wE(ιǩ + ιX′ , C ′, X ′, x+ 1) C = c,X = x+ 1

]}
≡Tǩ,x+1(f ?(c)) = wE(ιǩ + ιx+1, c, x+ 1) = f ?(c)

(36)

Here, the inequality follows from stochastic dominance of X ′|X = x+ 1 over X ′|X = x, the

assumption that π(ιǩ + ιl, c, l) is increasing in l, and the precondition that wE(ιǩ + ιl, c, l) is

increasing in l for l ≥ x+1; and the equality follows from Πx+1,x = 0. Since Tǩ,x(f
?)(c) ≤ f ?(c)

and Tǩ,x is a monotone operator, we know that T n
ǩ,x

(f ?)(c) is a weakly decreasing sequence

of functions. Since its limit point equals wE(ιǩ + ιx, c, x), we can conclude that

wE(ιǩ + ιx, c, x) ≤ wE(ιǩ + ιx+1, c, x+ 1).

Lemma A.5. if wE(ιǩ + ιx, c, x) is increasing in x, then wE(ιǩ + ιx, c, ǩ) is decreasing in x.
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Proof of Lemma A.5. To begin, note that the lemma’s preconditions and the stochastic dom-

inance of X ′|X = x+ 1 over X ′|X = x together guarantee that

wS(ιǩ + ιx, c, x) ≡βE

[
π(ιǩ + ιX′ , C ′, X ′) + wE(ιǩ + ιX′ , C ′, X ′) | C = c,X = x

]

≤βE

[
π(ιǩ + ιX′ , C ′, X ′) + wE(ιǩ + ιX′ , C ′, X ′) | C = c,X = x+ 1

]
≡wS(ιǩ + ιx+1, c, x+ 1)

Therefore, αS(ιǩ + ιx, c, x) ≡ I{wS(ιǩ + ιx, c, x) > 0} is weakly decreasing with x.

By construction, the payoff of interest, wE(ιǩ + ιx, c, ǩ is the fixed point of Tǩ from

Procedure 1. Consider the space Fǩ of payoff functions f : [ĉ, č] × {0} ∪ K →
[
0, βπ̌

1−β

]
for

which f(c, x) ≥ f(c, x + 1) for all x ∈ {0, 1, . . . , ǩ − 1}. Given any such payoff function, we

have

Tǩ(f)(c, x) = max

{
0, αS(ιǩ + ιx, c, x)E

[
ǩ∑
j=x

Πxj(π(ιǩ + ιj, C
′, ǩ) + f(C ′, j)) C = c

]

+ (1− αS(ιǩ + ιx, c, x))E

[
π(ιǩ, C

′, ǩ) + f(C ′, 0) C = c

]}

= max

{
0, αS(ιǩ + ιx, c, x)E

[
π(ιǩ + ιX′ , C ′, ǩ) + f(C ′, X ′) C = c,X = x

]

+ (1− αS(ιǩ + ιx, c, x))E

[
π(ιǩ, C

′, ǩ) + f(C ′, 0) C = c

]}

≥max

{
0, αS(ιǩ + ιx, c, x)E

[
π(ιǩ + ιX′ , C ′, ǩ) + f(C ′, X ′) C = c,X = x+ 1

]

+ (1− αS(ιǩ + ιx, c, x))E

[
π(ιǩ, C

′, ǩ) + f(C ′, 0) C = c

]}

≥max

{
0, αS(ιǩ + ιx+1, c, x+ 1)E

[
π(ιǩ + ιX′ , C ′, ǩ) + f(C ′, X ′) C = c,X = x+ 1

]

+ (1− αS(ιǩ + ιx+1, c, x+ 1))E

[
π(ιǩ, C

′, ǩ) + f(C ′, 0) C = c

]}
≡Tǩ(f)(c, x+ 1)

(37)

Here, the first inequality follows from monotonicity of both π(ιǩ+ι′X , C
′, X ′) and f(C ′, X ′) in

X ′ and stochastic dominance of X ′ X = x+ 1 over X ′ X = x. The second inequality follows
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the same monotonicity assumptions and αS(ιǩ + ιx+1, c, x + 1) ≥ αS(ιǩ, c, x). Therefore, if

f ∈ Fǩ, then Tǩ(f) ∈ Fǩ. We conclude from this that wE ∈ Fǩ, thus establishing the

lemma.

With the preparatory lemma’s in hand, we are now prepared to state and prove the central

monotonicity result we require.

Lemma A.6. The continuation values wE and wS calculated by Algorithm 1 satisfy the own

and rival monotonicity conditions.

Proof of Lemma A.6. Begin by establishing the preconditions for Lemma A.3 for the case

with h = ǩ − 1. These are

wE(ιk + ιǩ, c, k) ≤ wE(ιk′ + ιk, c, k
′) (38)

wS(ιk + ιǩ, c, k) ≤ wS(ιk′ + ιk, c, k
′) (39)

for k < k′ ≤ ǩ; and

wE(ιǩ + ιx, c, ǩ) ≥ wE(ιǩ + ιx′ , c, ǩ) (40)

wS(ιǩ + ιx, c, ǩ) ≥ wS(ιǩ + ιx′ , c, ǩ) (41)

for x < x′ ≤ ǩ. Clearly, demonstrating these inequalities for k′ = k+1 and x′ = x+1 suffices

to establish them all.

Begin with the demonstration that wE(2ιǩ, c, ǩ) ≥ wE(ιǩ+ιǩ−1, c, ǩ−1). For this, consider

the operators Tǩ,ǩ and Tǩ,ǩ−1 from Procedure 1.

Tǩ,ǩ(f)(c) ≡ max

{
0, βE

[
π(2ιǩ, C

′, ǩ) + f(C ′) C = c

]}
(42)

Tǩ,ǩ−1(f)(c) ≡max

{
0, βE

[
Πǩ−1,ǩ−1(π(ιǩ + ιǩ−1, C

′, ǩ − 1) + f(C ′))

+ Πǩ−1,ǩ(π(2ιǩ, C
′, ǩ) + wE(2ιǩ, C

′, ǩ)) C = c

]} (43)

Evaluating both of these operators at f ?(c) ≡ wE(2ιǩ, c, ǩ) gives us

Tǩ, ˇk−1(f ?)(c) ≡max

{
0, βE

[
π(ιǩ + ιX′ , C ′, X ′) C = c,X = ǩ − 1

]

+ βE

[
wE(2ιǩ, C

′, ǩ) C = c]

≤max

{
0, βE

[
π(2ιǩ, C

′, ǩ) + wE(2ιǩ, C
′, ǩ) C = c

]}
≡Tǩ,ǩ(f ?(c)) = f ?(c)

(44)
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Since Tǩ,ǩ−1(f ?)(c) ≤ f ?(c) and Tǩ,ǩ−1 is a monotone operator, we know that T n
ǩ,ǩ−1

(f ?)(c) is

a weakly decreasing sequence of functions. Since its limit point equals wE(ιǩ + ιǩ−1, c, ǩ− 1),

we can conclude that

wE(ιǩ + ιǩ−1, c, ǩ − 1) ≤ wE(2ιǩ, c, ǩ). (45)

This inequality is the sole precondition for applying Lemma A.4 for the case with h = ǩ− 1.

The conclusion from that application combined with (45) provide the preconditions for its

application with h = ǩ − 2. Continuing with that induction through h = 1 gives us for

x = 1, . . . , ǩ − 1

wE(ιǩ + ιx, c, x) ≤ wE(ιǩ + ιx+1, c, x+ 1). (46)

The inequalities in (46) are the only preconditions for Lemma A.5, so we can also conclude

that for x = 0, 1, . . . , ǩ − 1

wE(ιǩ + ιx, c, ǩ) ≥ wE(ιǩ + ιx+1, c, ǩ) (47)

Extending the inequalities on wE in (46) and (47) to wS is straightforward. This extension

then establishes the preconditions for applying Lemma A.3 for the case with h = ǩ−1. These

results combined with those already in hand give the preconditions for applying the same

lemma with h = ǩ − 2. Continuing the induction until h = 1 establishes all of this lemma’s

stated inequalities.

With these conditions established, we are ready to show that the constructed strategy

(αS, αE) satisfies the definition of a natural strategy (Definition 1).

Lemma A.7. If l and h are both in K with l < h, and αS(ιl + ιh, c, l) > 0, then αS(ιl +

ιh, c, h) = 1.

Proof. Combining Lemma A.1 with Lemma A.6 yields wS(ιl + ιh, c, h) ≥ wS(ιl + ιh, c, l).

Algorithm 1 constructs the survival rules as

αS(ιh + ιl, c, l) = I{wS(ιh + ιl, c, l) > 0},
αS(ιh + ιl, c, h) = I{wS(ιh, c, h) > 0}.

So whenever αS(ιh + ιl, c, l) > 0, we know that wS(ιh + ιl, c, h) > 0. The own monotonicity

conditions proven in Lemma A.6 then imply that wS(ιh, c, h) > 0, which directly implies the

stated result.

With Lemmas A.1-A.7 in hand, we can proceed to the proof of Proposition 1
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Proof of Proposition 1. Lemma A.7 has already confirmed that (αS, αE) satisfies the mono-

tonicity conditions required of a natural equilibrium by Definition 1. This proposition’s proof

consists of first verifying that wE and wS are the continuation payoffs when all firms use strat-

egy (αS, αE) and then using this result to demonstrate that no firm can receive a strictly

higher payoff by unilaterally deviating from (αS, αE).

For the first step, consider the operator Tα defined in the proof of Lemma A.2. As noted

there, this is the Bellman operator that considers the optimal exit decision of one firm when

i. all potential rivals’ entry choices follow αE,

ii. active rivals with strictly lower types make continuation decisions with αS,

iii. active rivals with strictly higher types do not exit while the firm of interest survives,

iv. an active rival with the same type does not exit unless the payoff from continuing as a

duopolist is negative, and

v. when the payoff from continuing as a duopolist is negative and a firm faces a rival of

the same type, the firm earns the payoff from certain exit, 0.

When all firms follow (αS, αE), conditions i and ii are satisfied by assumption. Lemma A.7

guarantees that condition iii holds good. By construction, αS(2ιk, c, k) = 1 if wS(2ιk, c, k) ≥
0, so condition iv is true. Finally, wE(2ιk, c, k) = 0 if wS(2ιk, c, k) < 0 by construction,

so condition v is true. Since the assumptions placed on the Bellman operator’s underlying

optimization problem are true, the corresponding payoffs equal those that firms earn when

all of them follow (αS, αE). Lemma A.2 guarantees that the relevant post-entry payoffs are

wE, and so by construction the post-survival payoffs are wS.

Next, we that no firm can earn a strictly higher payoff by unilaterally deviating from

(αS, αE). For the continuation choices dictated by αS, we need to show that for any k ∈ K
and c ∈ [ĉ, č]

αS(ιk, c, k) ∈ arg max
a∈[0,1]

a · wS(ιk, c, k) (48)

and for any (k, x) ∈ K2 and any c ∈ [ĉ, č]

αS(ιk + ιx, c, k)

∈ arg max
a∈[0,1]

a

(
αS(ιk + ιx, c, x)wS(ιk + ιx, c, k) + (1− αS(ιk + ιx, c, x))wS(ιk, c, k)

)
.

(49)

Since αS(ιk, c, k) ≡ I{wS(ιk, c, k) > 0}, (48) is true by construction. The verification of (49)

is broken into three cases:
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• If x < k, then αS(ιk + ιx, c, k) ≡ I{wS(ιk, c, k) > 0}. If αS(ιk + ιx, c, x) = 0 ≡
I{wS(ιk + ιx, c, x) > 0} = 0, then (49) is true by construction. In the only other

alternative, αS(ιk + ιx, c, x) = 1. Lemma A.7 then guarantees that αS(ιk + ιx, c, k) = 1.

This choice does indeed maximize the objective in (49) because wS(ιk + ιx, c, k) ≥
wS(ιk + ιx, c, x) > 0, where the first equality follows from Lemmas A.1 and A.6.

• If x = k, then

αS(2ιk, c, k) ≡


0 if wS(ιk, c, k) ≤ 0

wS(ιk,c,k)
wS(ιk,c,k)−wS(2ιk,c,k)

if wS(2ιk, c, k) ≤ 0 ≤ wS(ιk, c, k)

1 otherwise.

In the first and last cases, Lemma A.6 guarantees that the given value of a maximizes

the objective in (49) regardless of the value of αS(2ιk, c, k). The second case is that

in which firms play a mixed-strategy equilibrium. By construction, it makes players

indifferent across all possible actions; so the given value of αS(2ιk, c, k) maximizes the

objective in (49).

• If x > k, then αS(ιk + ιx, c, k) ≡ I{wS(ιk + ιx, c, x) > 0}. If αS(ιk + ιx, c, x) = 1,

then (49) holds by construction. If instead αS(ιk + ιx, c, x) = 0, then Lemma A.6

guarantees that αS(ιk + ιx, c, k) = 0. This choice maximizes the objective in (49)

because wS(ιk, c, k) ≤ wS(ιx, c, k) ≤ 0. Here, the first inequality follows from Lemma

A.6 while the second comes from the assumption that αS(ιk + ιx, c, k) = 0.

To verify that no potential entrant would unilaterally deviate from αE, we need to show

that

αE(ι1, c) ∈ arg max
a∈{0,1}

a ((1− αE(2ι1, c))wE(ι1, c, 1) + αE(2ι1, c)wE(2ι1, c, 1)− φ) (50)

and for any k ∈ K and c ∈ [ĉ, č],

αE(ιk + ι1, c) ∈ arg max
a∈{0,1}

a (wE(ιk + ι1, c, 1)− φ) (51)

To verify (50), note that Procedure 2 sets αE(ι1, c) = I{wE(ι1, c, 1) > ϕ}. If αE(2ι1, c) = 0,

then (50) is satisfied by construction. Otherwise if αE(2ι2, c) = 1, then Lemma A.6 implies

that wE(ι1, c) > 0, so αE(ι1, c, 1) = 1. This indeed maximizes the objective in (50) because

the presumption that αE(2ι1, c) = 1 implies that wE(2ι1, c) > 0.

For k ∈ K, Procedure 1 sets αE(ιk + ι1, c) = I{wE(ιk + ι1, c, 1) > ϕ}. Therefore, αE(ιk +

ι1, c) trivially satisfies (51).
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